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CMP Upgrade 2019/20
Subject CS2
CMP Upgrade
This CMP Upgrade lists the changes to the Syllabus objectives, Core Reading and the ActEd
material since last year that might realistically affect your chance of success in the exam. It is
produced so that you can manually amend your 2019 CMP to make it suitable for study for the
2020 exams. It includes replacement pages and additional pages where appropriate.
Alternatively, you can buy a full set of up-to-date Course Notes / CMP at a significantly reduced
price if you have previously bought the full-price Course Notes / CMP in this subject. Please see
our 2020 Student Brochure for more details.

This CMP Upgrade contains:
•

all significant changes to the Syllabus objectives and Core Reading.

•

additional changes to the ActEd Course Notes and Assignments that will make them
suitable for study for the 2020 exams.
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Changes to the Syllabus objectives
There are no significant changes to the Syllabus objectives
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Changes to the Core Reading
This section contains all the non-trivial changes to the Core Reading.

Chapter 2
Section 5.3, page 22
The following sentence has been added to the definition of a sample random walk:
Additionally, we have the initial condition X 0 = 0 .

Section 7.3, page 46
There is an error in the code to create a Markov chain. The argument byrow should be set to
TRUE. The full corrected code is as follows:
Employment = new("markovchain", states = c("Emp", "Unemp",
"Inactive"), transitionMatrix = matrix(data = c(0.8, 0.1,0.1,
0.5,0.4, 0.1, 0.4,0.0,0.6),byrow = TRUE, nrow = 3),
name = "Employmt")

Chapter 6
Section 4, page 22
There is an error in the code defining the rweibull and qweibull functions. There is a minus
sign missing before the log function in each definition. The code should be:
rweibull <- function(n,c,g){
rp <- (-log(1-runif(n))/c)^(1/g)
rp}
qweibull <- function(p,c,g){
q <- (-log(1-p)/c)^(1/g)
q}

There is also an error in the code defining the pweibull function, the calculation should use the
input q, rather than x. The code should be:
pweibull <- function(q,c,g){
1-exp(-c*q^g)}

Section 5.2, page 26
The following sentence has been added to the bottom of the R section:
Note that the first argument of hgompertz is 30 not 60, as age x is defined in years since
exact age 30.
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Chapter 7
Section 3.5, page 20
There is a mistake in the description of the survfit() function. The sentence under the R code
using this function should be:
In this code ‘formula’ is a formula object with a survival object as the response variable.

Chapter 8
Section 5.2, page 26
The references to the lm() function and Subject CS1 have been removed from the R code box at
the bottom of the page.

Chapter 10
Section 7.1, page 25
The R box at the top of the page has been updated to the below:
Suppose we are comparing an experience with a standard table, and the data are as follows:
Age (years)

Expected deaths

55
56
57
58
59
60
61
62
63
64

10.432
14.469
16.307
18.032
20.790
26.650
27.621
33.741
39.024
45.375

Actual deaths
15
18
15
21
18
29
25
30
45
41

To carry out the chi-squared test in R we can use the following code:
expected <- c(10.432, 14.469, 16.307, 18.032, 20.790, 26.650,
27.621, 33.741, 39.024, 45.375)
actual <- c(15, 18, 15, 21, 18, 29, 25, 30, 45, 41)
z2 <- ((actual-expected)^2)/expected
x2 <- sum (z2)
x2
This produces the chi-squared statistic (x2) value of 6.037336, which with 10 degrees of
freedom, means we cannot reject the null hypothesis that the actual deaths come from an
experience with underlying morality equal to the standard table.
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Section 7.6, page 40
The equation identifier of (10.1) should refer to the exact formula not the approximate formula,
ie:
m− j

 (zi − z (1) )(zi + j − z (2) )

rj =

i =1
m− j

(10.1)

m− j

 (zi − z (1) )2  (zi + j − z (2) )2
i =1

i =1

Chapter 11
Section 4, page 17
The first paragraph has been updated to:
First, we note that the methods of graduation described above by no means cover all
possible methods. Parametric formula graduation is an example of an approach generally
used with reasonably large data sets; graduation with reference to a standard table is well
suited to smaller data sets; and spline graduation can be used with both medium-sized and
large data sets.

Section 5.1, Page 21
At the end of Section 5.1, it should say Dx − E xc μ xs and not Dx − E xc μ° x .

Chapter 12
There have been numerous Core Reading and ActEd material changes in this chapter.
Replacement pages from page 9 onwards are attached.

Chapter 13
Section 3.5, page 39
The R code used to generate the ACF and PACF plots has been added:
par(mfrow=c(1,2))
barplot(ARMAacf(ma=0.7,lag.max = 12)[-1],main = "ACF of
MA(1)", col="red")
barplot(ARMAacf(ma=0.7,lag.max = 12,pacf = TRUE), main = "PACF
of MA(1)", col="red")
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Chapter 14
Section 2.2, page 19
The following has been added into the R box, under the code:
This code is for lag 1 specifically, other lags can be tested by substituting lag = 2,
lag = 3, etc for lag = 1.

Section 3.3, page 23
The wording at the end of section 3.3 has been replaced with the following text:
The question of when to stop adding new parameters is addressed by the general result that
we should only consider adding an extra parameter if this results in a reduction of the
residual sum of squares by a factor of at least e −2/n . Alternatively, the Akaike’s information
criterion (AIC) could be used. The AIC for each possible model is calculated as:
AIC (model) = log(σˆ 2 ) + 2 ×

number of parameters
n

We would choose as the most appropriate model the one corresponding to the lowest such
value.

Section 4.1, page 29
The following line has been added after the final sentence at the bottom of the page:
It is also possible to see that as k increases xˆ n (k ) converges to the unconditional mean of
the stationary process X .

Chapter 15
Section 2.4, page 16
The following Core Reading has been removed:
The moments of the generalised Pareto can be obtained either directly by evaluating

E(X n ) =

x

n

f ( x ) dx or by using a conditional expectation argument.

x

Section 2.5, page 19
There is an error in the code defining the rweibull and qweibull functions. There is a minus
sign missing before the log function in each definition. The code should be:
rweibull <- function(n,c,g){
rp <- (-log(1-runif(n))/c)^(1/g)
rp}
qweibull <- function(p,c,g){
q <- (-log(1-p)/c)^(1/g)
q}
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There is also an error in the code defining the pweibull function, the calculation should use the
input q, rather than x. The code should be:
pweibull <- function(q,c,g){
1-exp(-c*q^g)}

Section 3.2, page 24
The R box on this page has been updated to describe the correct approach to using the nlm
function for estimating MLEs:
To obtain ML estimates in R, we could use the fitdistr in the MASS package as follows:
fitdistr(<data vector>,"exponential")
Or we could define a function to calculate the negative log-likelihood and use the function
nlm to carry out a minimisation of it. This is equivalent to maximising the log-likelihood.
nlm(<negative log likelihood function>, <parameter(s)
starting value(s)>)
So to fit an exponential distribution to a vector <data> with initial estimate of λ = 0.5 , we
could use:
params <- 0.5
n <- length(<data>)
sx <- sum(<data>)
nfMLE <- function(params) {-(n*log(params[1])-params[1]*sx)}
nlm(nfMLE,params)

Section 3.2, page 25
The R box on this page has been updated. In the second line of code, the second argument
should be "gamma". The last line, describing how to use the nlm function, has also been
corrected:
To obtain ML estimates in R, we could use the fitdistr in the MASS package as follows:
fitdistr(<data vector>,"gamma")
However, it is better to include the initial estimates obtained from the method of moments
(and put a lower limit of say, 0.001 > 0, to prevent invalid answers). For example:
fitdistr(<data vector>,"gamma", list(shape = <alpha>,
rate = <lambda>), lower = 0.001)
Alternatively, we could define a function to calculate the negative log-likelihood and use the
function nlm on it as before.
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Section 3.2, page 26
The R box on this page has been updated to correct the description of how to use the nlm
function:
To obtain ML estimates in R, we could use the fitdistr in the MASS package as follows:
fitdistr(<data vector>,"log-normal")
Alternatively, we could define a function to calculate the negative log-likelihood and use the
function nlm on it as before.

Section 3.2, page 27
The R box on this page has been updated to the following:
We will need to define a function to calculate the negative log-likelihood and use the
function nlm on it as before.

Section 3.2, page 28
The R box on this page has been updated. In the second line of code within the box, the second
argument should be "weibull" and there is a bracket missing in the list. The last sentence has
also been updated.
To obtain ML estimates in R, we could use the fitdistr in the MASS package as follows:
fitdistr(<data vector>,"weibull")
However, it is better to include the initial estimates obtained from the method of percentiles
(and put a lower limit of say, 0.001 > 0, to prevent invalid answers). For example:
fitdistr(<data vector>,"weibull",
list(shape = <gamma>, scale = <c^(-1/gamma)>), lower = 0.001)
Alternatively, we could define a function to calculate the negative log-likelihood and use the
function nlm on it as before.

Section 3.3, page 30
The R box on this page has been updated to the following:
We will need to define a function to calculate the negative log-likelihood and use the
function nlm on it as before.
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Chapter 16
Section 2.4, page 17
The R box has been updated:
For example, suppose we have monthly claim data stored in a data frame data with the first
column month and the second column claim.
To calculate the block maxima for these claims using block sizes of 12 months, we would
use the following R code:
data$block<-(data$month-1)%/%12+1
blockmax<-aggregate(claim~block,data,max)
We can plot a histogram of the block maxima using the hist function and an empirical
density function using density in the plot function (if there is enough data). We can then
superimpose a GEV distribution to see if it is a good approximation.
GEV <- function(x,alpha,beta,gamma){
1/beta*(1+gamma*(x-alpha)/beta)^(1+1/gamma)*exp(-((1+gamma*(x-alpha)/beta)^(-1/gamma))) }
lines(<sequence of x values>,GEV(<sequence of x
values>,<alpha>,<beta>,<gamma>))
The qqplot function is used to compare the sample data to simulated values from a fitted
GEV model.
We can estimate the maximum likelihood values as we did in Chapter 15 by defining a
function that calculates the negative of the log-likelihood and using the function nlm on this
function as before.

Chapter 18
Section 4, page 24
The R box at the bottom of the page is incorrect, it should say:
In R, we can define a function to calculate the negative censored log-likelihood and use the
function nlm on it as before.

Chapter 19
Section 3.2, pages 10 to 12
Everything on convolutions in this section has been removed.

The Actuarial Education Company
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Section 3.3, page 13
The derivation for the expectation of a compound distribution at the top of the page has been
expanded to provide additional steps:
n

Now E [S | N = n ] = E [ X 1 +  + X N | N = n ] = E [ X 1 +  + X n ] =  E [ X i ] = nm1 . Hence:
i =1

E [S | N ] = Nm1

and:
E [S ] = E [E [S | N ]] = E [Nm1 ] = E [N ]m1

(19.4)

Section 3.3, page 14
The derivation for var[ S|N] around a third of the way down on the page has been expanded to
provide additional steps:
n

var[S | N = n ] = var[ X 1 +  + X N | N = n ] = var [ X 1 +  + X n ] =  var[ X i ] = n(m2 − m12 )
i =1

Section 3.4, page 18

The following paragraph has been added under the lightbulb box which shows the mean, variance
and skewness of a compound Poisson random variable.
Despite being able to calculate the moments of a compound Poisson distribution we are not
able to calculate its probabilities as it forms no standard distribution. On a piece of paper,
we could use the Central Limit Theorem to approximate it using a normal distribution.
However, with computer packages, such as R, we can simulate an empirical compound
distribution from which we can estimate probabilities with ease.

Section 3.5, page 23

In the first line, the formula reference should be (19.17) and not (5.17).
Section 4, pages 27 and 28

The repeated Core Reading in this section has been removed.

Chapter 20
Section 1.2, page 10

The density function for Wi contains an error, it should be:
Wi has density function:
g (w ) =

f (w + M )
, w >0
1 − F (M )
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Section 1.3, page 12

The following additional paragraphs have been added at the start of section 1.3:

Aggregate reinsurance contracts
In this case, reinsurance is applied to the total claim amount from the whole portfolio.

Proportional reinsurance
The aggregate claim distribution under aggregate proportional reinsurance is the same as
that under individual proportional reinsurance.
For a retention level α ( 0 ≤ α ≤ 1 ), the aggregate claims amounts for the insurer and
reinsurer are α S and ( 1 − α ) S , respectively.

Aggregate excess of loss reinsurance
The aggregate amount that an insurer pays under aggregate excess of loss reinsurance
with retention level M is SI = min ( S , M ) .
The aggregate amount that the reinsurer pays is SR = max ( 0, S − M ) .

Section 3, pages 17 to 26

There have been numerous changes on these pages, replacement pages have been provided at
the end of this document. As there is less content in the 2020 version, the replacement pages are
from pages 17 to 24. Pages 25 and 26 of the 2019 notes can be discarded.

Chapter 21
Section 3.2, page 8

The following paragraph has been added to the start of the section:
So far we have used the word ‘hypothesis’ to refer to different possible combinations of
features that might predict the outcome y . Statistical analysis to choose the best
‘hypothesis’ involves expressing each hypothesis as a statistical model, estimating the
parameters (the weights), and choosing the model which best suits our purpose.

Section 3.3, page 13

Everything on the Vapnik-Chervonenkis inequality has been removed from this section.

The Actuarial Education Company

© IFE: 2020 Examinations

Page 12

CS2: CMP Upgrade 2019/20

Section 5.5, page 29
The heading for this section incorrectly says training twice, it should be:

Splitting the data into the training, validation and testing data sets
Section 7.1, page 53
The R box at the bottom of this page should read:
One function that can perform K -means clustering in R is kmeans. There are also several
machine learning packages that can carry out K -means clustering.
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Changes to the ActEd material
This section contains all the non-trivial changes to the ActEd text.

Chapter 2
Section 6.2, page 37

The following sentence has been added under the definition of an aperiodic Markov chain:
If the states in an irreducible Markov chain have period d > 1 , then we may describe the chain as
having period d .

Chapter 5
Summary, page 36

In the formulae for the backward integral equations, the summation should be over all values of
k ≠ i (rather than l ≠ i as shown).

Chapter 10
Section 7.1, page 25

The following paragraph has been added underneath the updated R box (see Core Reading
changes to this page):
2
From page 169 of the Tables, the upper 5% point of the χ10
distribution is 18.31. As
6.037336 < 18.31, there is not sufficient evidence to reject the null hypothesis at the 5%
significance level.

Chapter 11
Section 3.1, page 11

In the third paragraph, the reference for penalisation should be Chapter 12, not Chapter 17.
Section 3.2, page 14

In the last line, it should say:

E xc
.
The value of w x should be proportional to
μˆ x

The Actuarial Education Company
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Chapter 12
Section 1, page 6
This is only relevant for 2019 Course Notes purchased before 16 November 2018

About halfway down the page, it should say:
‘Similarly, for age 80 in calendar year 1997, we have:’
Additional updates

There have been numerous Core Reading and ActEd material changes in this chapter.
Replacement pages from page 9 are included at the end of this document.

Chapter 13
Section 3.4, page 31

In the solution to the first question, the first root should be −

1
. The minus sign is missing.
3

Chapter 13 solutions, page 69

In (ii)(b), the characteristic equation of the MA part has an incorrect sign. It should be:

1 + βλ 2 = 0

Chapter 14
Section 3.5, page 28

The following additional wording has been provided to describe the last graph on this page:
The p-values shown in the last plot are not correct for testing the residuals of a fitted ARMA(p, q)
process for which p + q > 0 . This is because the number of degrees of freedom used in each
calculation has not been reduced by the number of parameters of the fitted model, p + q .
The Ljung-Box test can be carried out on the residuals of a fitted ARMA(p, q) model by using the
commands introduced in Section 2.2 and appropriately reducing the degrees of freedom using the
argument fitdf. For example, to conduct the test using 10 lags for the residuals of a fitted
ARMA(p , q) model stored in a variable called fit, the code is as follows:
Box.test(fit$residuals, fitdf = p + q, lag = 10, type = "Ljung")
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Summary, page 45

The second paragraph has been updated to:
A general rule is that we should only consider adding an extra parameter if this results in a
reduction of the residual sum of squares by a factor of at least e−2 n . Alternatively, we could
select the model that minimises the Akaike information criterion (AIC).
Summary, page 47

The example multivariate time series should be:
For example, the time series Xt = α1 Xt −1 + α 2 Xt −2 + et can be written as:
 Xt   α1 α2   Xt −1   et 

=
+ 

0   Xt −2   0 
 Xt −1   1

ie

X t = AX t −1 + et

Chapter 15
Section 2.4, page 16

The following ActEd text has been removed:
Here the Core Reading is using the phrase ‘generalised Pareto distribution’ to refer to the
three-parameter Pareto distribution. However, this is not the same as the generalised Pareto
distribution that we will meet in Chapter 16.
The easiest way to evaluate the integral expression:

x

n

f (x) dx

x

is to make it look like the PDF of another three-parameter Pareto distribution.

Chapter 16
Section 4.3 and 4.4, pages 27 to 32

Additional ActEd text has been added to explain the hazard rate and mean residual life.
Replacement pages have been included at the end of this document.
Chapter 16 Practice Questions, page 37

In Question 16.4, W should be defined as X − u| X > u and not X − u| X < u .

The Actuarial Education Company
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Chapter 16 Solutions, page 40

In the first paragraph of part (ii), it should say:
The distribution of X − u| X > u is called the threshold exceedances distribution.

Chapter 17
Section 3.4, page 13

In part (ii) of the solution, it should say:
C[u , v ] = FXY (x , y)
1 xy x + 4 y
= 40
(
)

(

)(

1 −4 + 16 + 20u −1 + 1 + 80v
= 160

)( −5 +

16 + 20u + 1 + 80v

)

The formula in the second line of this equation comes from the solution on page 4.
Section 4.2, page 18

In the block of equations in the middle of the page, the second line should say:

min ( P( X ≤ x), P( X ≤ y − 0.01))
Section 5.2, page 28

The definition of the Clayton copula given at the top of the page is incorrect for negative values of
α , it should be:
The Clayton copula is defined in the bivariate case as:

)

(

C [u, v ] = u −α + v −α − 1

and

(

−1 α

for α > 0

)

C [u , v ] = max u −α + v −α − 1,0 



−1 α

for − 1 ≤ α < 0

Section 7.1, page 37 and Summary, page 47

The coefficient of lower tail dependence for the Clayton copula in the table should be:

2−1/α

if α > 0

0

if − 1 ≤ α < 0

Section 7.1, page 37 and Summary, page 47

The symbols for the coefficients of upper and lower tail dependence in the table headings should
be λU and λL .
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Section 8, page 40

The first sentence in the paragraph above the table should read:
The following table is required for (i)(b).
Section 8, page 41

The heading for part (i)(b) of the solution should be ‘Gaussian copula with ρ = 0 ’.
Summary, page 45

The definition of the Clayton copula should be:
Clayton copula

The Clayton copula is defined in the bivariate case as:

(

)

C [u, v ] = max u −α + v −α − 1,0 


The generator function is ψ (t ) =

(

−1 α

for α ≥ −1 and α ≠ 0

)

1 −α
t − 1 where α ≥ −1 and α ≠ 0 .
α

Chapter 17 Solutions, page 52

The first bullet point in Solution 17.3(i) contains a typo. It should say:

 1

1
t −α − 1) = lim  − 1  = ∞
(
α
α t →0  t
t →0 α


ψ ( 0 ) = lim

1

Chapter 17 Solutions, page 56

The first two paragraphs of Solution Q17.7(ii) should be changed as follows:
In terms of increasing probabilities, the order is Frank (0.0583), Gumbel (0.0986), then Clayton
(0.1089). Each of these is higher than 0.0198, which we would get if we used the product copula.
This is because the Frank, Gumbel and Clayton copulas all assume that X and Y are positively
correlated (whereas the product copula assumes they are independent).
Tail dependence also has an effect on probabilities of the form P( X ≤ a ,Y ≤ a) , but this is only
significant if we are considering very small values of a , ie deaths in the very near future.

Chapter 19
Section 3.2, pages 10 to 12

Everything on convolutions in this section has been removed.

The Actuarial Education Company
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Chapter 20
Section 3, pages 17 to 26

There have been numerous changes on these pages, replacement pages are attached. As there is
less content in the 2020 version, the replacement pages are from pages 17 to 24. Pages 25 and
26 of the 2019 notes can be discarded.

Chapter 21
Section 6.3, page 44

The following ActEd text has been added for further clarification on the range of values the Gini
index can take:
For a classification problem where the data points are divided into m distinct categories, the Gini
1
index must take a value between 0 and 1 − . As m → ∞ , the upper limit of the Gini index tends
m
to 1.
Summary, page 61

The summary section for the Gini index has been updated to:
Gini index for a decision tree

The ‘purity’ of one of the final nodes in a decision tree can be assessed by calculating the Gini
index:

G=

m

m

k =1

k =1

 pk (1 − pk ) = 1 −  pk2

where pk is the proportion of sample items of class k present at that node. This gives a value

1
(‘mixed’) where m is the number of distinct classes. As m → ∞ ,
m
the upper limit for the Gini index tends to 1. So we would aim to minimise this.

between 0 (‘pure’) and 1 −

The Gini index for a node where there is a split, or for the whole tree, is:
G=

nnode
nodes n



m

2
 1 −  pk 
 k =1 

where the sum is taken over all the nodes involved and nnode is the number of items at the node
we are currently evaluating.
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Changes to the X Assignments
Overall
Some of the questions have been modified slightly to bring them into line with the style used by
the IFoA. See 2020 versions for new wording.

Assignment X2
Question 2.6

Part (ii) has been split into two parts (a) and (b) in relation to non-informative and informative
censoring respectively. Part (a) is worth 2 marks and Part (b) is worth 1 mark.
Solution 2.6

As per the question, the solution for part (ii) has been split into (a) and (b).

Assignment X3
Question 3.7

Parts (i) and (ii) of this question have been updated to the following:
The following Lee-Carter mortality projection model has been fitted to some historical data:

ln mx ,t = ax + bx kt + ex ,t
where:

mx ,t is the central mortality rate at age x in Year t
ax and bx are factors relating to mortality rates projected for age x
kt is a factor relating to mortality rates projected for Year t

ex ,t is an independent and identically distributed error term.
(i)

State the constraints that are typically imposed on the estimated values of bx and kt
when fitting the model.

[2]

The fitted model is to be used to project 36 years into the future ( t = 1, ..., 36 ), where t = 0 is the
base calendar year for the projection, ie the last year of historical data used to fit the model.
The projected future values of kt are to be estimated by assuming kt varies linearly in the future
based on the following relation:

kˆt +1 = kˆt − 0.01
(ii)

where kˆ0 = −0.18 .

Calculate k̂10 based on this relation.

The Actuarial Education Company
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Solution 3.7

The solution to parts (i), (ii) and (iii)(a) have been updated to the below:
(i)

Usual constraints

The usual parameter constraints imposed when fitting the Lee-Carter model are:

 bˆx = 1

[1]

all x

 kˆt = 0

[1]

all t

[Total 2]
(ii)

Values of k10 and k20

If kˆt +1 = kˆt − 0.01 , then the value of kˆt can be written as:
kˆt = kˆ0 + t × ( −0.01 )

So we have:

kˆ10 = −0.18 + 10 × ( −0.01) = −0.28

[1]

(iii)(a) Value of ratio when bx = 1
We have:

ˆ x ,10
m
ˆ x ,0
m

=

exp aˆx + bˆx kˆ10 
exp aˆx + bˆx kˆ0 

(

)

= exp bˆx kˆ10 − kˆ0 



[1]

When bx = 1 :

ˆ x ,10
m
ˆ x ,0
m

ˆ

ˆ

= ek10 −k0 = e

© IFE: 2020 Examinations
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Other tuition services
In addition to the CMP you might find the following services helpful with your study.

5.1

Study material
We also offer the following study material in Subject CS2:
•

Flashcards

•

Revision Notes

•

ASET (ActEd Solutions with Exam Technique) and Mini-ASET

•

Mock Exam and AMP (Additional Mock Pack).

For further details on ActEd’s study materials, please refer to the 2020 Student Brochure, which is
available from the ActEd website at www.ActEd.co.uk.

5.2

Tutorials
We offer the following (face-to-face and/or online) tutorials in Subject CS2:
•

a set of Regular Tutorials (lasting five full days)

•

a Block (or Split Block) Tutorial (lasting five full days)

•

an Online Classroom.

For further details on ActEd’s tutorials, please refer to our latest Tuition Bulletin, which is available
from the ActEd website at www.ActEd.co.uk.

5.3

Marking
You can have your attempts at any of our assignments or mock exams marked by ActEd. When
marking your scripts, we aim to provide specific advice to improve your chances of success in the
exam and to return your scripts as quickly as possible.
For further details on ActEd’s marking services, please refer to the 2020 Student Brochure, which
is available from the ActEd website at www.ActEd.co.uk.

5.4

Feedback on the study material
ActEd is always pleased to get feedback from students about any aspect of our study
programmes. Please let us know if you have any specific comments (eg about certain sections of
the notes or particular questions) or general suggestions about how we can improve the study
material. We will incorporate as many of your suggestions as we can when we update the course
material each year.
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If you have any comments on this course please send them by email to CS2@bpp.com.
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CS2-12: Mortality projection

2

Methods based on extrapolation

2.1

Stochastic models
Deterministic approaches based on expectation have been largely superseded, other than
for short-term forecasting. More advanced approaches use stochastic forecasting models.
In this section we describe some commonly used models, but we start with a discussion of
the factors that apply in forecasting mortality.

2.2

Age, period and cohort factors
In general, when forecasting mortality, the problem is to produce estimates of mx ,t , the
central rate of mortality at age x at time t , for some future time period, based on data for
mx ,t over some past time period.

Recall from Chapter 6 that the central rate of mortality at age x is defined as:
1

mx 

qx
1



t px dt

t 0



t px

 t 0

 x t dt

1



t px dt

t 0

mx is therefore a weighted average of the force of mortality over the year of age [ x , x  1] . So:
mx   x ½

and, if the force of mortality is assumed to be a constant (  x ) over the year of age, then:
mx   x

So we can see that mx is just a slightly different way of representing the force of mortality over a
given year of age. As a result, the maximum likelihood estimate of the force of mortality is also an
estimate of mx , ie:


ˆx  x
m
E xc
where  x is the number of observed deaths over the year of age, and E xc is the corresponding
central exposed to risk.
When considering the projection of mortality, we need to consider the future year in which the
mortality rate is expected to apply, as well as the age of the person in that year. We include the
additional time argument t for this purpose.
The mx ,t are defined on the basis of two factors: age x and time (period) t .
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If we define t to be the projection year and x to be the age reached during that projection year,
then, for example, m60,2030 is the expected mortality rate of those people who reach the age
of 60 during the year 2030.
Age and period can be combined to produce a third factor, the cohort, defined, say, on the
basis of date of birth. Because a person aged x at time t will have been born at time t  x ,
age, period and cohort are not independent.

So the mortality rates m60,2030 , m61,2031 , m62,2032 , etc all relate to the same cohort of lives
born in 1970.
Forecasting models can be classified according to the number of factors taken into account
in the forecasting processes, as follows:
One-factor models

Age

Two-factor models

Age, period OR Age, cohort

Three-factor models

Age, period, cohort

The mortality rates for these three models could be written as:


One factor:

mx

(1)



Two factor (age and period)

mx , t

(2)



Two factor (age and cohort)

mx , c

(3)



Three factor (age, period and cohort)

mx , t , c

(4)

So, using these conventions for our example:
(2)  m60,2030 ; (3)  m60, 1970 ; (4)  m60,2030,1970
So if, for example, we are interested in forecasting the mortality of a male aged 50 years in
2037, a one-factor model would extrapolate using only the past trend in age-specific
mortality rates. A two-factor model based on age and period would specify a model of
mx ,t as a function of age and calendar time, and possibly the interaction between them,
and we would fit this model using past data. A two-factor model based on age and cohort
would specify a model of mx ,c as a function of age and year of birth.
Note that a two-factor model based on age and period is equivalent to one based on age and
cohort as the man who was 50 years old in 2037 was born in 1987.

For them to be equivalent we require both models to be sufficiently parameterised and the
required data to be available.
In two-factor models, it has been usual to work with age and period. It is possible to work
with age and cohort, but the cohort approach makes heavy data demands and there is the
largely insoluble problem that recent cohorts have their histories truncated by the present
day.

For example, for a model built in 2019, there would have been fewer than 19 years of mortality
experience for lives born in the year 2000.
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Question
Describe and compare the data requirements if we wish to produce a table of projected mortality
rates for pensioners aged 60-100 in 12 years’ time, using the two alternative forms of the
two-factor model.

Solution
Age-period model
Here we need a long enough period of past data to enable us to assess how mortality has been
changing with calendar time, so that we can construct the period component of the model. The
data will also need to relate to persons attaining all the required ages (60-100) over this historical
period.
Age-cohort model
Here we need sufficient past data to identify differences in mortality according to cohort (year of
birth). The historical data will also need to include experience at the required ages (60-100) so
that the age component of the model can be assessed.
Comparison
For an age-period model, the main issue will be having a long enough investigation period to
assess the effect of time period accurately enough for our projection purposes. However, as we
are only projecting over a relatively short (12-year) period, this problem should be surmountable.
For an age-cohort model, we need enough years of past data to enable the separate cohort
effects to be accurately assessed. For example, persons aged 80 in 12 years’ time will be 68 now,
and it is probable that we will have past data on this cohort of lives (eg for lives aged 67 last year,
66 in the year before that, and so on.) However, for lives aged 60 in 12 years’ time, it will be very
unlikely that we will have any historical data for this cohort (as they will now be aged 48 and the
past data relating to pensioners at these ages will be very sparse or even entirely absent).
For these reasons the age-cohort model is generally harder to use than the age-period model.

In general, most research has found that cohort effects are smaller than period effects,
though cohort effects are non-negligible. For example, the ‘smoking cohort’ mentioned
above, of males born between 1890 and 1910, had higher mortality than expected in
middle-age, and the ‘golden generation’ born between 1925 and 1945 had lower mortality
than expected.
Three-factor models also have the logical problem that each factor is linearly dependent on
the other two. Various approaches have been developed to overcome this problem, though
none are entirely satisfactory because the problem is a logical one not an empirical one.
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The Lee-Carter model
One of the most widely used models is that developed by Lee and Carter in the early 1990s.
The Lee-Carter model has two factors, age and period, and may be written as follows:

Lee-Carter model
loge mx ,t  ax  bx kt   x ,t

where:



mx ,t is the central mortality rate at age x in year t



a x describes the general shape of mortality at age x (more exactly it is the mean of
the time-averaged logarithms of the central mortality rate at age x )



bx measures the change in the rates in response to an underlying time trend in the
level of mortality kt



kt reflects the effect of the time trend on mortality at time t , and



 x ,t are independently distributed normal random variables with means of zero and
some variance to be estimated.

So, ignoring the error term, the mortality rate at age x in projection year t is:

mx , t  exp  ax  bx kt 
As written above, the Lee-Carter model is not ‘identifiable’. To obtain unique estimates of
the parameters a x , bx , and kt constraints need to be imposed.

Constraints imposed in the Lee-Carter model
The usual constraints are that

 bx  1 and  kt
x

0.

t

For example, without these constraints, there would be an infinite number of combinations of bx
and kt values that could be fitted to the same set of observed data values.
To understand how all the factors contribute to the overall mortality rate in this model, let’s look
at a hypothetical example.
If we assume that mortality is improving with time (something that cannot, however, be taken as
a given), then the time trend factor kt would reduce with increasing time t .
bx is the relative impact that the time trend has on mortality rates for a given age x . Evidence

generally suggests that the time trend is less apparent at older ages, so we would therefore
assume that the absolute value of bx reduces with increasing age x .
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Question
In a Lee-Carter model the function kt is decreasing over time. At ages below 68 the bx values
are positive, and at older ages the bx values are negative (while satisfying the overall constraint
that

 bx  1 .)
x

Explain how the time trend in mortality rates in the model differs between the two age ranges.

Solution
As kt is a decreasing function of t , a positive value of bx means that bx kt is also a decreasing
function of t . So the model predicts that mortality rates will reduce over time at ages below 68.
Conversely, a negative value of bx means that bx kt is an increasing function of t . So the model
predicts that mortality rates will increase over time at ages 68 and above.

ax is the overall ‘age-effect’ on mortality in the model. We can show that this is equal to the





average value of ln mx , t over the time period for a given age x . For a time period of n years
and again ignoring the error terms:
n
 1
1 n
1 n
ln
m
a
b
kt    nax  bx  0   ax






x ,t
x
x

n t 1
n  t 1
t 1  n





The constraint  kt  0 was deliberately chosen to make this result hold.

Estimation of the parameters in the Lee-Carter model
There are several approaches to estimating the Lee-Carter model.



The original approach of Lee and Carter first estimated the a x as the time-averaged
logarithms of mortality at each age x .

ˆ x , t is the maximum likelihood estimate (MLE) of mx , t , then:
For example, if m

aˆx 

1 n
 ln mˆ x ,t
n t 1





is an MLE of:

1 n
 ln mx ,t  ax
n t 1
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They then used singular value decomposition of the matrix of centred age profiles of
mortality loge mx ,t  aˆ x to estimate the bx and kt . (Singular value decomposition
(SVD) is a way of decomposing a matrix into three component matrices, two of
which are orthogonal and one diagonal.)

The details of this are not needed for the CS2 exam, but an outline of how it works goes as
follows. The values of the residual errors loge mx ,t  aˆx for different values of x and t
form a matrix (M , say) . The SVD method then writes this in the form M  UDV where D
is a diagonal matrix (ie a matrix with zeros everywhere apart from down the main
diagonal), and U and V are matrices chosen to give the correct entries for the matrix M .
If we now ignore the smaller entries along this diagonal and call this new matrix D * , the
values of M*  UD *V still provide a good approximation to the original values but they
can now be calculated using a formula with just a few parameters (one for each of the
non-zero diagonal entries). We can then use these values in place of the actual residuals
to obtain a set of smoothed mortality rates.
From the formula for the Lee-Carter model:
ln  mx ,t   ax  bx kt   x , t

So the idea of the above process is to find the ‘best’ (eg maximum likelihood) combination
of bx and kt values that fit the observed values:

ˆ x ,t   aˆx  ln  m
ˆ x ,t  
ln  m

1 n
 ln mˆ x ,t
n t 1





In selecting these estimates, the required constraints

 bx  1 and  kt  0 are imposed.
x



t

Macdonald et al (2018) propose an alternative method which makes use of the gnm
package in R. In this approach the gnm function is used to obtain estimates of the

a x , bx , and kt . These estimates will not satisfy the constraints that

 bx  1 and
x

 kt

 0. However, a simple adjustment of the estimates produced by the gnm

t

function will recover estimates of a x , bx , and kt which do satisfy these constraints.
In R gnm (generalised non-linear models) is a separate package which needs downloading
and installing independently of the basic R system.
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Example
The table below shows the estimates of mx , t derived from mortality data observed over calendar
years 2010 to 2014 for ages 60 to 65:
ˆ x ,t
m

x

t

60

61

62

63

64

65

2010

0.01300

0.01500

0.01750

0.01960

0.02100

0.02400

2011

0.01272

0.01468

0.01729

0.01933

0.02088

0.02370

2012

0.01248

0.01466

0.01728

0.01925

0.02070

0.02361

2013

0.01241

0.01459

0.01713

0.01911

0.02057

0.02361

2014

0.01240

0.01450

0.01704

0.01907

0.02050

0.02354

The first step in the parameter estimation is to calculate the natural logarithms of each of these
values:



ˆ x ,t
ln m



x

t

60

61

62

63

64

65

2010

–4.34281

–4.19971

–4.04555

–3.93223

–3.86323

–3.72970

2011

–4.36458

–4.22127

–4.05763

–3.94610

–3.86896

–3.74228

2012

–4.38363

–4.22263

–4.05821

–3.95024

–3.87762

–3.74608

2013

–4.38925

–4.22742

–4.06692

–3.95754

–3.88392

–3.74608

2014

–4.39006

–4.23361

–4.07219

–3.95964

–3.88733

–3.74905

We can now estimate the value of ax for x  60,61,...,65 , using the formula given previously:

aˆx 

1 n
 ln mˆ x ,t
n t 1





For example, â60 is calculated as:

aˆ60 

1
 4.34281  (4.36458)  (4.38363)  (4.38925)  (4.39006)  4.37407
5
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The estimated values of ax are as follows:
x

aˆx

60

–4.37407

61

–4.22093

62

–4.06010

63

–3.94915

64

–3.87621

65

–3.74264





To estimate the values of kt , we can consider the sum of ln mx , t over age:

 ln  mx ,t    ax  kt  bx    x ,t
x

x

x

Using the constraint imposed that

x

 bx  1 and ignoring the error terms as before, we can
x

estimate kt as the sum of the ‘centred’ log mortality rates for that time period:





   

ˆ x , t   aˆx   ln m
ˆ x ,t  aˆx
kˆt   ln m
x

x

x

This gives the following estimates:
t

kˆt

2010

0.10987

2011

0.02228

2012

–0.01532

2013

–0.04805

2014

–0.06878

We can now estimate the remaining bx parameters by considering the sum of the squared error
terms:

  x2,t   ln  mx ,t   ax  bx kt 

2

t

x

t

x
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Minimising this with respect to bx and using the estimated values of kt and ax gives the
estimate of bx as:

 kˆt ln  mˆ x ,t   aˆx 

bˆx  t

 kˆ2t
t

The estimated values of ax and bx are summarised in the table below:
x

aˆx

bˆx

60

–4.37407

0.28334

61

–4.22093

0.17811

62

–4.06010

0.14029

63

–3.94915

0.15467

64

–3.87621

0.13830

65

–3.74264

0.10528

Note that the values of bˆx in the table don’t sum to 0 due to rounding. The actual values have
been used in the subsequent calculations. Using these estimates to calculate the fitted values
ˆ LC
based on the model, m
x , t , we get:
ˆ LC
m
x ,t

x

t

60

61

62

63

64

65

2010

0.01300

0.01498

0.01752

0.01960

0.02105

0.02397

2011

0.01268

0.01474

0.01730

0.01934

0.02079

0.02375

2012

0.01255

0.01465

0.01721

0.01923

0.02069

0.02365

2013

0.01243

0.01456

0.01713

0.01913

0.02059

0.02357

2014

0.01236

0.01451

0.01708

0.01907

0.02053

0.02352

ˆ LC
For example, m
62,2013 is calculated as:





ˆ LC
ˆ62  bˆ62 kˆ2013  exp  4.06010  0.14029   0.04805   0.01713
m
62,2013  exp a
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The following graph compares the estimates from the observed data to the fitted values at age
60:

Mortality rate

Fitted mortality rates at age 60 using Lee-Carter model
0.0131
0.0130
0.0129
0.0128
0.0127
0.0126
0.0125
0.0124
0.0123
2010

2011

Mortality rate estimates from data

2012
Year

2013

2014

Fitted Lee-Carter mortality rate

This model can then be used to forecast mortality rates for future years.

Forecasting with the Lee-Carter model
The Lee-Carter model has three sets of parameters, a x , bx , and kt . Two of these relate to
the age pattern of mortality, whereas the third, kt , measures how mortality evolves over
time. Forecasting with the model in practice involves forecasting the kt while holding the
a x and bx constant.

One obvious approach is to use time series methods such as those described in
Chapters 13 and 14 to forecast the kt . Lee and Carter originally used a random walk on the
differenced kt series, but other auto-regressive and moving average models described in
Chapter 13 could be used.
The random walk model may be written as:
kt  kt 1  kt     t

where  measures the average change in the kt and the  t are independent normally
distributed error terms with variance  2 .

The random walk model assumes that the average increase in kt is a constant  per unit time, so
in future years we are assuming that kt varies linearly over time.

The Actuarial Education Company
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Suppose that t0 is the latest year for which we have data. Having estimated  using data
for t  t0 , forecasting can be achieved for the first future period, as:

kˆt0 1  kt0  ˆ
and, in general, for l years ahead:

kˆt0  l  kt0  l ˆ
Predicted future mortality rates in year t0  l are then obtained as:

ˆ x ,t  l  aˆ x  bˆ x kˆt  l
loge m
0
0

Consider the Lee-Carter model we fitted in our earlier example. To project future mortality rates,
we forecast the kt values and use the estimates of ax and bx calculated earlier.
We can estimate the value of  in the random walk model as the average change in kˆt over the
historical data. This is equivalent to dividing the overall change in kˆ by the number of
t

increments in the past data, ie the number of years used to fit the model minus 1.
From earlier, we have:
t

kˆt

2010

0.10987

2011

0.02228

2012

–0.01532

2013

–0.04805

2014

–0.06878

So:

ˆ 

1
 0.06878  0.10987  0.04466
4

To calculate the projected mortality of a life aged 60 in 2030 using this model, we first need to
calculate k̂2030 . Note that the calculations are sensitive to rounding and exact values have been
used.
kˆ2030  0.06878  (2030  2014)ˆ
 0.06878  16  (0.04466)
 0.78340
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So, the estimate of m60,2030 is:
ˆ ˆ
ˆ LC
m
60,2030  exp(aˆ60  b60 k2030 )
 exp(4.37407  0.28334   0.78340 )
 0.01009

In general:
ˆ ˆ
ˆ LC
m
60,t  exp(aˆ60  b60 kt )
 exp  4.37407  0.28334   0.06878   t  2014    0.04466   
 e 4.39355e

0.01265 t 2014 

Hence, for example:
LC
ˆ 60,2015
m
 e 4.39355e 0.01265  0.01220
LC
ˆ 60,2020
m
 e 4.39355e 0.012656  0.01145
LC
ˆ 60,2025
m
 e 4.39355e 0.0126511  0.01075

For every year that we project into the future, we multiply the projected mortality rate for lives
ˆ
ˆ LC
aged 60 by an additional factor of e b60   e 0.01265 (or 0.98742) and hence the values of m
60,t
decrease by approximately 1.3% pa.
ˆ

Similarly, for age 61:
4.23318 0.00796
ˆ LC
m
e
 0.01439
61,2015  e
4.23318 0.007966
ˆ LC
m
e
 0.01383
61,2020  e
4.23318 0.0079611
ˆ LC
m
e
 0.01329
61,2025  e

For every year that we project into the future, we multiply the projected mortality rate for lives
ˆ
ˆ LC
aged 61 by an additional factor of e b61   e 0.00796 (or 0.99208) and hence the values of m
61,t
decrease by approximately 0.8% pa.
ˆ

The percentage reduction for lives aged 60 is greater than that for lives aged 61, since bˆ61  bˆ60 .
In fact, we can see from the formula:

ˆ ˆ
ˆ LC
m
x ,t  exp(aˆx  bx kt )
that the larger the value of bˆx , the greater the effect of the time trend factor kt .

The Actuarial Education Company
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The following shows the projection from our fitted model for lives aged 60 and 61 from 2015 to
2030:

Projected mortality rates at ages 60 and 61 using Lee-Carter
model

Mortality rate

0.015
0.014
0.013
0.012
0.011
0.01
2015

2020

2025

2030

Year
Age 60

Age 61

Question
A linear regression model for kt might be written as:
kt     t   t

where:

t

N(0, 2 )

for all values of t . Explain how this differs from the random walk model of kt defined in the
Core Reading.

Solution
In the linear regression model,  t is the error between the actual value of kt and its predicted
value    t .
In the random walk model,  t is the error between the actual value of the increment (or increase)
in the value of kt and the predicted amount of that increment  .

So, while the predicted values for the random walk model appear identical in form to those
obtained using a standard linear regression model, the error terms are modelled differently.
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When we make forecasts using the random walk model, the errors accumulate over time,
meaning that we are increasingly uncertain about our forecasts further into the future. In a linear
regression model, the error (between actual and predicted values) is assumed to be stationary,
ie it has the same distribution (with constant variance) over time.
Under the random walk model,   E(kt  kt 1 ) , ie  is the mean change in the time trend factor.

̂ is calculated from observed historical data, and so is itself also subject to uncertainty. If the
estimator of  is based on tn years of data, then it is the average of tn 1 values of kt  kt 1 .
If we denote the estimator of  as  , then since var(kt  kt 1 )   2 for all t and the increments
are independent:
  k  k    kn1  kn2  
var     var  n n1
tn  1


  k2  k1  



n
 k  k  
  var  i i 1 
 tn  1 
i 2
n

2

i 2

tn  12





2
tn  1

So:

 2 
var kt0  I   I2 var     I2 

 tn  1 







The standard error of the forecast is therefore given by:
 


SE (kt0  l )  l 
 t 1
 n


where tn is the number of past years’ data used to estimate  .
The standard error can be used to draw confidence intervals around the predicted values
of kt . However, these will underestimate the true forecast error, as they only take into
account error in the estimation of  .
The overall error in the forecast is made up of two components:



error in the estimation of 



the fact that the actual future observations will vary randomly according to the value
of  2 .
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So the actual future value of the k parameter in year t0  l will be given by:
l

kˆt0  l  kt0  l ˆ    t0  j
j 1

This formula shows the accumulation of all the (incremental) future error terms we mentioned
earlier.
See Macdonald et al for a fuller discussion of this point.

Question
Suppose the last year for which we have data is 2017. The estimated value of k2017 from the
model is –0.93, and the estimate of  under the random walk model is 0.007 .
(i)

Calculate the predicted value of k2025 .

Assume the error terms  t are normally distributed with zero mean and common standard
deviation   0.0055 , and that the estimates of the model parameters were based on 37 years of
historical data.
(ii)

Calculate a 95% confidence interval for the value of k2025 .

Solution
(i)

The predicted value of k2025 is:

kˆ2025  k2017  ˆ  (2025  2017)  0.93  0.007  8  0.986
(ii)

A 95% confidence interval for k2025 is:

  
kˆ2025  1.96  I 

 t 1 
 n

where the values  1.96 are the upper and lower 2.5% points of the standard normal
distribution. Putting in the given values, the confidence interval is:
 0.0055 
0.986  1.96  8  
  0.986  0.01437   1.000,  0.972
 37  1 

Don’t confuse the tn notation used here with the Student’s t distribution, which features in some
similar formulae where we have to estimate the value of  when the variance is unknown.
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Advantages and disadvantages of the Lee-Carter model
The Lee-Carter model has the advantage that, once the parameters have been estimated,
forecasting is straightforward and can proceed using standard time-series methods, the
statistical properties of which are well known. The degree of uncertainty in parameter
estimates, and hence the extent of random error in mortality forecasts, can be assessed.
The Lee-Carter model can also be extended and adapted to suit particular contexts, for
example by smoothing the age patterns of mortality using penalised regression splines (see
Section 2.5 below).
Disadvantages of the Lee-Carter model include:
(1)

There is a tendency for Lee-Carter forecasts to become increasingly rough over
time.

(2)

The model assumes that the ratio of the rates of mortality change at different ages
remains constant over time, when there is empirical evidence that this is not so.

When using the random walk model to forecast kt , the predicted mortality rate for age x
at time t is given recursively by:
bx ˆ
ˆ LC
ˆ LC
m
x ,t  m
x ,t 1  e
ˆ



ˆ LC
m
x ,t
ˆ LC
m
x ,t 1

 e bx 

ˆ ˆ

Under this model, for age x , the ratio of the predicted mortality rate at time t to the
predicted rate at time t  1 is the constant e bx ˆ .
ˆ

(3)

The Lee-Carter model does not include a cohort term, whereas there is evidence
from UK population mortality experience that certain cohorts exhibit higher
improvements than others.

(4)

Future estimates of mortality at different ages are heavily dependent on the original
estimates of the parameters a x and bx . The forecasting assumes that these remain
constant into the future. The parameters a x (the general shape of mortality at
different ages), and bx (the change in the rates in response to an underlying time
trend in the level of mortality) are estimated from past data, and will incorporate any
roughness in the past data. They may be distorted by past period events which
affected different ages to different degrees. If the estimated bx values show
variability from age to age, it is possible for the forecast age-specific mortality rates
ˆ 65, t  j 1  m
ˆ 66, t  j 1 ).
ˆ 65, t  j  m
ˆ 66,t  j but m
to ‘cross over’ (such that, for example, m

So in some future years the forecast mortality rate is higher at age 65 than it is at age 66.
This can be avoided by smoothing the estimates of a x and bx .
(5)

Unless observed rates are used for the forecasting, it can produce ‘jump-off’ effects
(ie an implausible jump between the most recent observed data and the forecast for
the first future period).
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Extensions to the Lee-Carter model
Modifications and extensions to the Lee-Carter approach have been suggested to try to
overcome the disadvantages listed above. There is evidence that most of these
modifications and alternatives to the original Lee-Carter model give lower forecast errors
than the original in respect of age-specific mortality rates, though there is little difference
when the expectation of life is considered – see H. Booth, R.J. Hyndman, L. Tickle and P. de
Jong (2006) ‘Lee-Carter mortality forecasting: a multi-country comparison of variants and
extensions’, Demographic Research 15, pp. 289-310.

2.4

The age-period-cohort model
The use of cohort effects in forecasting
The Lee-Carter model is a two-factor model, taking into account age and period. It does not
account for variations in mortality across cohorts.
Generally, cohort effects are smaller than period effects, but they have been observed for
certain countries, including the United Kingdom, the United States, France and Japan.
Models that take into account cohort effects as well as age and period effects have, in some
circumstances, proved superior to two-factor models in forecasting.
Age-period-cohort models have substantial disadvantages:



The identification problem: any one factor is linearly dependent on the other two.
Various solutions to this problem have been proposed, including the use of
three-way classification in data collection, and the imposition of constraints on
model parameters.



Models incorporating cohort effects impose heavy data demands. To observe the
mortality of a cohort over all ages requires around 100 years of data. Cohort data
truncated at the current age of the cohort can be used, but a model will be needed to
estimate the experience of the cohort at older ages.

Adding cohort effects to the Lee-Carter model
An age-period-cohort extension of the Lee-Carter model may be written:
loge m x ,t  a x  b1x kt  bx2 ht  x   x ,t

where ht  x is the overall level of mortality for persons born in year t  x . See
A. E. Renshaw and S. Haberman (2006) ‘A cohort-based extension of the Lee-Carter model
for mortality reduction factors’, Insurance, Mathematics and Economics 38, pp. 556-70.

So in this model we now have two ‘ bx ’ parameters for each age x :


b1x , which is the extent to which the time trend affects mortality rates at age x , and



bx2 , which is the extent to which the cohort affects mortality rates at age x .
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The superscripts on the symbols are not powers, but indicate the two different parameter values
at the given age. b1x is exactly equivalent to bx in the standard Lee-Carter model. If we use c to
represent the cohort year (as we did in Section 2.2 above), then we could alternatively write the
age-period-cohort Lee-Carter model as:
log e mx ,t ,c  ax  b1x kt  bx2 hc   x ,t

which shows more clearly how the three factors (age x , period t and cohort c ) all influence the
projected mortality rate.
In this case the ht  x can be estimated from past data and the forecasting achieved using
time series methods similar to those described for the kt parameter in Section 2.3 above.

2.5

Forecasting using p-splines
In Chapter 11, the idea of graduation using splines was introduced. In this section, we
extend this idea to forecasting.

Splines
We first recap how splines are used for modelling a set of observed mortality rates that are
assumed to vary only according to age x , ie using a single factor model.
Recall from Chapter 11 that a spline is a polynomial of a specified degree defined on a
piecewise basis. The pieces join together at knots, where certain continuity conditions are
fulfilled to ensure smoothness. In Chapter 11, the splines were fitted to an age schedule of
mortality, so the knots were specified in terms of ages. Typically, the polynomials used in
splines in mortality forecasting are of degree 3 (ie cubic).

In Chapter 11 we saw that the (natural) cubic spline function, with n knots at values x1 , x2 ,... xn ,
is defined as:
n

f ( x )   0  1 x    j  j ( x )
j 1

where:

 0
3

(x  x j )

 j (x)  

x  xj
x  xj

Question
State the continuity conditions that are incorporated in this function, which ensure the
smoothness of the joins between the successive cubic functions at each knot.
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Solution
The continuity conditions are, for each knot (ie at values x1 , x2 ,... xn ):


the value of the cubic leading into the knot and leading out of the knot are equal at the
knot



the first derivative of the of the cubic leading into the knot and leading out of the knot are
equal at the knot



the second derivative of the cubic leading into the knot and leading out of the knot are
equal at the knot.

We also impose the condition that before the first knot, and after the last knot, the spline
function is linear.

So, we can find the ‘best’ cubic spline function that fits the observed mortality rates across the
observed age range, choosing a function that gives the desired compromise between smoothness
from age to age and adherence to the observed data values at each age.
To construct the model, we choose the number of knots (and hence the number of splines
to use), and the degree of the polynomials in each spline. We can then use the splines in a
regression model, such as the Gompertz model.
To illustrate, the Gompertz model can be written as:

loge [E (Dx )]  loge E xc     x

(1)

where E (Dx ) is the expected deaths at age x , E xc is the central exposed to risk at age x ,
and  and  are parameters to be estimated.

Rearranging (1):
ln[E (Dx )]  ln E xc     x

which is equivalent to:

 E (D ) 
x   x
ln 

c
E
 x 
where

E (Dx )
E xc

(2)

is the true force of mortality  for lives labelled as aged x (since E (Dx )  E xc ).

If the age definition for deaths and exposed to risk is ‘age nearest birthday’, then this will be the
force of mortality at exact age x , ie  x .
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Question
Show how the Gompertz model just defined relates to the Gompertz law (as shown on page 32 of
the Tables).

Solution
With deaths and exposed to risk aged x nearest birthday, from (2) the Gompertz model can be
written:

 E (D ) 
x  ln      x
ln 

x
c
 E x 

(3)

The Gompertz law for the force of mortality at exact age x is usually written as:

 x  Bc x
This gives:
ln  x  ln B  x ln c

So (3) represents the Gompertz law with B  e and c  e  .
However the Gompertz law is a deterministic formula, whereas the Gompertz model is a
stochastic model of the number of deaths occurring in a specified age group. So instead of writing
the model as in (3) we could alternatively define it in stochastic form by replacing E (Dx ) with Dx :

D 
ln  x      x  ex
 E xc 
where ex is a random error term with mean zero (and for which a probability distribution would
need to be assumed).
If in (1) we replace the term    x by a smooth function defined using splines, we have:
s

loge [E (Dx )]  loge E xc    j B j ( x )

(4)

j 1

where B j ( x ) are the set of splines, and  j are the parameters to be estimated. The number
of splines is s (see Macdonald et al (2018)).

So all we are doing here is replacing the (relatively inflexible) function    x with the (much
more flexible) cubic spline function. We should be able to get a much better fit to the observed
data than if we just tried to fit the Gompertz law itself.
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In this equation the  j and B j (x) correspond to the  j and  j (x) that we used earlier in this
chapter (and in Chapter 11) for splines.
A difference between (4) and the spline graduations we described in Chapter 11 is that, in
Chapter 11 we fitted the spline directly to observed values of ˆ x , whereas here we are fitting the
spline to observed values of ln ˆ x , ie using log-transformed data.
To see that this is the case, consider:

 E (D ) 
x  ln   ln E (D )  ln E c  ln 
  x  ln 

x
x
x
x
c
c
Ex
 E x 

E (Dx )

Comparing this with Equation (4) we can see that the spline function is being used to model ln  x .

Question
Give one reason for using the log-transformed data in this way.

Solution
Mortality for the middle and older ages generally varies approximately exponentially with
increasing age, so the logarithm of the mortality rate would be expected to follow an
approximately linear progression. By transforming the data in this way, we can expect to be able
to use a simple polynomial to fit the data.

p-splines
Spline models will adhere more closely to past data if the number of knots is large and the
degree of the polynomial in the spline function is high. For forecasting, we ideally want a
model which takes account of important trends in the past data but is not influenced by
short-term ‘one-off’ variations. This is because it is likely that the short-term variations in
the past will not be repeated in the future, so that taking account of them may distort the
model in a way which is unhelpful for forecasting. On the other hand, we do want the model
to capture trends in the past data which are likely to be continued into the future.
Models which adhere too closely to the past data tend to be ‘rough’ in the sense that the
coefficients for adjacent years do not follow a smooth sequence.

By this we mean that the sequence of estimated parameter values ˆ1 , ˆ2 ,..., ˆs forms an uneven
progression. In practice, it is found that roughness in these parameters also leads to a
corresponding roughness in the mortality rates that are predicted by the fitted model. So if we
can reduce the roughness in the fitted parameters, we should consequently produce a model with
a smoother progression of mortality rates from age to age.
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The method of p-splines attempts to find the optimal model by introducing a penalty for
models which have excessive ‘roughness’. The method may be implemented as follows:



Specify the knot spacing and degree of the polynomials in each spline.



Define a roughness penalty, P ( ) , which increases with the variability of adjacent
coefficients. This, in effect, measures the amount of roughness in the fitted model.

P( ) is a function of the fitted parameter values ˆ1 , ˆ2 ,..., ˆs such that, the more irregular
the progression of ˆ , ˆ ,..., ˆ is, the higher P( ) will be.
1

2

s



Define a smoothing parameter,  , such that if   0 , there is no penalty for
increased roughness, but as  increases, roughness is penalised more and more.



Estimate the parameters of the model, including the number of splines, by
maximising the penalised log-likelihood
l p ( )  l ( ) 

1
 P ( )
2

where l ( ) is the log-likelihood from model (4).

So when we wish to estimate the parameters 1 , 2 ,...,  s (and also the value of the number of
knots s ), we first define a likelihood function (in terms of those parameters) that is proportionate
to the probability of the observed mortality rates occurring. The ‘log-likelihood’ is the natural log
of this function.
The penalised log-likelihood is effectively trying to balance smoothness and adherence to
the data.

As the ‘rougher’ values of ˆ1 , ˆ2 ,..., ˆs would cause the mortality rates to adhere more closely to
the data, so the normal (unpenalised) maximum likelihood estimates would tend to result in
parameters (and hence fitted mortality rates) that do not progress as smoothly as desired. The
penalty factor means that the estimation process automatically compensates for this feature. We
can exercise some control over the balance between smoothness and adherence both through
the choice of penalty function and by changing the value of  .

Question
Explain why the following might be a suitable choice of penalty function:
P( )  1  22  3   2  23  4  
2

2

  s2  2 s1   s 

2

Solution
The function can be alternatively written as:
P( )  3  2   2  1   4  3   3  2  
2
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This is the same as:
P( )   2  1    3  2  
2

2



 21

   22 
2

2



 2 s 2



   s 1   s 2 

2



2

where  r indicates the value of the r th order difference. So, minimising P( ) will attempt to
select values of  j that minimise the sum of the squares of the 2nd differences, in a similar way
to the smoothness test in graduation, where we want the 3rd differences to be small.
For example, let’s define:

f  a, b, c   (c  b)  (b  a)
and compare the values of this function for the sequence (4, 5, 7) and the sequence (4, 7, 5) . The
function yields:
f (4, 5, 7)  (7  5)  (5  4)  2  1  1
f (4, 7, 5)  (5  7)  (7  4)  2  3  5

So the ‘rougher’ progression yields the larger absolute value of the second difference.
Squaring the function ensures that the higher absolute values are the most penalised (by making
all the values positive), and also places a proportionately greater penalty on the larger absolute
differences. This should ultimately result in a smoother final outcome.

Forecasting
We now turn to forecasting future mortality rates by age x and time period t , ie using a
two-factor model. The basic process is to use a (spline) function to model values of ln mx , t by
time period (or year) t , using a different spline function for each age (or group of ages) identified
by x . So now we are fitting the function by time period, rather than by age.
So we have:
s

log e [E (Dx ,t )]  log e E xc ,t    j B j (t )
j 1

or:
s

ln mx ,t     j B j (t )

(5)

j 1

Recall that if x is an integer and we are grouping data by age nearest birthday, then the mortality
functions  and m are essentially interchangeable.
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Forecasting using p-splines is effected at the same time as the fitting of the model to past
data. The past data used will consist of deaths and exposures at ages x for a range of past
years t .
Forecasting may be carried out for each age separately, or for many ages simultaneously.
In the case of a single age x , we wish to construct a model of the time series of mortality
rates mx ,t for age x over a period of years, so the knots are specified in terms of years.
Having decided upon the forecasting period (the number of years into the future we wish to
forecast mortality), we add to the data set dummy deaths and exposures for each year in the
forecast period. These are given a weight of 0 when estimating the model, whereas the
existing data are given a weight of 1. This means that the dummy data have no impact
on l ( ) . We then choose the regression coefficients in the model (5) so that the penalty

P ( ) is unchanged.
p-spline forcasting for single years of age or for many ages simultaneously can be carried
out using the MortalitySmooth package in R.

Advantages and disadvantages of the p-spline approach
The p-spline approach has the advantages that it is a natural extension of methods of
graduation and smoothing, and it is relatively straightforward to implement in R.
It has the following disadvantages:



When applied to ages separately, mortality at different ages is forecast
independently. So there is a danger that there will be roughness between adjacent
ages. This can be overcome by fitting the model and forecasting in two dimensions
(age and time) simultaneously.



There is no explanatory element to the projection (in the way that time-series
methods use a structure for mortality and an identifiable time series for projection).

So, when we fit the model we will obtain a set of numbers for the spline coefficients, but
these don’t have any natural interpretation, and so it is not easy to compare different
models in terms of the differences in the parameter values obtained.


p-splines tend to be over-responsive to an extra year of data (though this can be
ameliorated by increasing the knot spacing).

This means that if we fit the model to n years of data, and fit it again to n  1 years of
data (eg because we’ve just gathered another complete year of observed experience), the
model changes more dramatically than we would normally expect (eg compared to the
case where we are fitting a standard mathematical formula like the Gompertz model).
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Extensions and combinations with the Lee-Carter model
Several variations on the p-spline approach have been proposed.
R.J. Hyndman and M.S. Ullah (2007) ‘Robust forecasting of mortality and fertility rates: a
functional data approach’, Computational Statistics and Data Analysis 51, pp. 4,942-4,956,
proposed a model which combines the p-spline method with the Lee-Carter model. This can
be written as follows:
J

loge m x ,t  a x   kt , j b j ( x )  error term
j 1

Here, the a x represent the average pattern of mortality across years, but smoothed using
J

p-splines. The term

 kt , j b j ( x )
j 1

replaces the bx kt in the Lee-Carter model: b j ( x ) are

basis functions and kt , j are time series coefficients. For each age x there is a set of J
such functions and coefficients, estimated using principal components decomposition.

The second term is an attempt to allow the model to be structured according to the factors that
the historical data indicate are significant for the mortality projection. For example, the data may
indicate that different time trends are operating for smokers (S) and non-smokers (NS). So, we
might then construct the model with the following parameters (showing two ages for example):
b j (x)

Category j

kt , j

x  40

x  60

Non-smoker

kt , NS  1.6  0.08t

bNS (40)  0.24

bNS (60)  0.18

Smoker

kt , S  0.8  0.04t

bS (40)  0.32

bS (60)  0.15

So, according to this model, the time trend has a greater effect:


for non-smokers than smokers (because kt has a steeper negative gradient with t for
non-smokers than smokers)



for younger ages than older ages (because in all cases b(40) is greater than b(60) ), there
being a bigger age effect for smokers than non-smokers (because the difference between
b(40) and b(60) is bigger for smokers than for non-smokers).
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Methods based on explanation
In this section, we will consider models that take into account the different causes of mortality,
such as cancer and heart disease.
The previous approaches take no, or only limited, cognisance of the causal factors
underlying mortality. Since causal factors are quite well understood, at least at a general
level, it might be thought sensible to use this knowledge in forecasting. For example, if
cancer is a leading cause of death in a country, and if it seems likely that a significant
breakthrough in the treatment of cancer is likely, this could be explicitly taken account of in
mortality projections for that country.

Question
Suppose the current mortality rate at age 70 for males in a particular country is 0.01 pa. An
analysis of the causes of mortality at this age reveals that 35% of deaths are due to heart disease,
40% from cancer, and 25% from all other causes.
Due to the introduction of a revolutionary new treatment, next year it is predicted that the
mortality rate of males aged 70 due to cancer will be 90% of the current rate. At the same time, it
is predicted that the mortality rate due to heart disease will increase by 2% and that due to other
causes will increase by 1% of their current rates.
(i)

Give a possible reason why the deaths from causes other than cancer might have
increased.

(ii)

Calculate the expected population mortality rate for male lives aged 70 in one year’s time.

Solution
(i)

Why mortality rates from other causes have increased

Those people who survive the risk of dying from cancer are nevertheless still exposed to the risk
of dying from the other possible causes. As the ‘exposed to risk’ of dying from other causes has
increased, all else being equal we would expect the total number of deaths due to these other
causes to rise slightly.
(ii)

Projecting the overall mortality rate

The current rates of mortality of males aged 70 are:
Heart disease

0.0035

Cancer

0.0040

Other

0.0025

Total

0.01
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The projected changes lead to the following expected mortality rates by cause of death in one
year’s time:
Heart disease

0.0035  1.02

= 0.003570

Cancer

0.0040  0.9

= 0.003600

Other

0.0025  1.01

= 0.002525

Total

0.009695

So it is predicted that overall the mortality rate for this age group will reduce by around 3% over
the next year.

Cause-deleted life table approach
Consider the following extract from the ELT15 (Males) mortality table (shown on page 69 of the
Tables):
Age x

lx

dx

qx

65

79,293

1,940

0.02447

66

77,353

2,097

0.02711

67

75,256

In this table:


lx is the expected number of people surviving to exact age x



d x is the expected number of people dying in the year between exact age x and exact

age x  1


qx is the probability of a person who is currently aged exactly x , dying between exact

age x and exact age x  1 .

Question
Write down a formula for qx in terms of lx , d x , or both.

Solution
The probability of dying during the year can be calculated as the proportion of lives, currently
aged x , who are expected to die during the year. That is:

qx 

expected deaths between x and x  1 d x

number of survivors at exact age x
lx
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Alternatively, because the number dying during the year is the difference between the numbers
of survivors at the start and end of the year, we can write:

l l
qx  x x 1
lx
or:

l
qx  1  x 1
lx

Now let’s suppose that 10% of the deaths at each of the ages shown in this extract are caused by
a particular type of cancer. A new cure for this illness has been introduced that is expected to
halve the deaths from this cause in the coming year and to eliminate them altogether in all years
thereafter.

Question
Consider a cohort of people currently aged exactly 65, who in the absence of the new cure were
originally expected to follow the mortality of the ELT15 (Males) table over their next two years of
age. Recalculate the entries for d x , lx , and qx in the above life table, allowing for the changes in
death rates from this particular cancer that have been predicted for the next two years.

Solution
In the first year, 10% of the expected deaths at age 65 were due to this cancer. This is:

0.1  1,940  194
Halving the expected number of deaths from this cause means that the revised value of d65 is:
  1,940  0.5  194  1,843
d65

(Alternatively this can be calculated as 1,940  0.95 .)
The revised mortality probability is therefore:

 
q65

1,843
 0.02324
79,293

The revised number of expected survivors at age 66 is:
  l65  d65
  79,293  1,843  77,450
l66

The mortality rate at age 66 will now reduce to 90% of its original value (as we have eliminated all
10% of the deaths that were previously expected in this year of age). This mortality rate is
therefore:
  0.02711  0.9  0.02440
q66
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So the revised expected number of deaths at age 66 is:
  q66
  77,450  0.02440  1,890
l66

The number of survivors expected at age 67 is:
  l66
  d66
  77,450  1,890  75,560
l67

So the revised life table looks like this:
Age x

lx

d x

qx

65

79,293

1,843

0.02324

66

77,450

1,890

0.02440

67

75,560

The above projection is not quite accurate as we have not allowed for the increased mortality that
would be expected from other causes.

Multiple state modelling
Greater sophistication in this approach might be achieved using multiple state Markov jump
process models (as described elsewhere in this course). The states in the model might include:


Healthy



Disease state 1



Disease state 2



…



Disease state n



Dead.

The model could incorporate transitions:


from healthy to each disease state



from healthy to dead (without visiting any disease state)



from each disease state to dead



from each disease state back to healthy (as appropriate)



between the different disease states (as appropriate).

Such an approach is obviously complex and can involve a huge number of parameters (transition
rates). The reliability with which this modelling can be carried out is also doubtful at the present
time. Some reasons for this are described below.
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It might seem surprising that progress in using the explanatory approach has been limited.
However, the methods require either that long lags are specified between changes in the
risk factors and changes in mortality, or that the risk factors themselves be forecasted, and
forecasting developments in the risk factors is likely to be almost as difficult as forecasting
mortality.
Decomposition of mortality by cause of death is an integral part of the explanatory
approach. However, in practice it is difficult to achieve successfully. The reasons include:



cause of death reporting is unreliable, especially at older ages (where an increasing
proportion of deaths occur)



causes of death often act synergistically, so it is not realistic to posit a single cause
of death



elimination of one cause of death might ‘unmask’ another cause that would not have
been identified previously



the time series of data are often rather short.
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Sources of error in mortality forecasts
Mortality forecasts are always wrong. It is of interest to know how wrong they are likely to
be, and what the main sources of error are. The latter is important not so much because it
will help to eliminate errors (this is not possible) but so effort can be focused on the areas
most likely to cause the forecasts to be at variance with reality, or on the elements of the
process to which the sensitivity of the outcome is greatest.
Alho, J.M. (1990) ‘Stochastic methods in population forecasting’, International Journal of
Forecasting 6, pp. 521-30, classified sources of error as follows:
1.

Model mis-specification. We might have the wrong parameterisation function, or the
wrong model.

2.

Uncertainty in parameter estimates.

3.

Incorrect judgement or prior knowledge. The data set we use as the basis may not
accurately reflect the mortality we wish to model.

4.

Random variability, including the randomness in the process generating the
mortality, short term variation due to severe winters or hot summers.

5.

Errors in data (for example age-misstatement).

In addition, in actuarial applications, especially with small portfolios, the financial risk may
be concentrated (for example in a small number of high net worth policyholders).
See S.J. Richards and I.D. Currie (2009) ‘Longevity risk and annuity pricing with the
Lee-Carter model’, British Actuarial Journal 15(65), pp. 317-65 for a further discussion of the
risks inherent in mortality forecasting.
There is a tendency to focus on uncertainty in parameter estimates. This focus may be
misdirected. Stochastic models are good at calculating the level of uncertainty in parameter
estimates (for example through bootstrapping) and random variability. But they cannot, of
themselves, help with model mis-specification or incorrect judgement.

Bootstrapping is where our existing sample of data (of say n observations) is used as a population
from which random smaller samples (of say m  n observations) are repeatedly taken and the
parameter value estimated each time. The extent of error observed in these parameter estimates
can give a good indication of the uncertainty inherent in parameters estimated from sampling in
general.
Forecast errors are often correlated, either across age or time. If errors are positively
correlated, they will tend to reinforce one another to widen the prediction interval (the
interval within which we believe future mortality to lie). If they are negatively correlated,
they will tend to cancel out. Normally, positive correlation is to be expected in mortality
forecasting. This is because we believe age patterns of mortality to be smooth, so the
mortality rate at any age contains information about the mortality rate at adjacent ages; and
because any period-based fluctuations in mortality are likely to affect mortality at a range of
ages.

For example, if a large (unforecast) reduction in the mortality rate at age 70 occurs as the result of
a new medical treatment, this is likely to affect the mortality rates at neighbouring ages as well.
So the forecast error will be more similar at these ages than if the errors were independent (ie the
errors will tend to be positively correlated).
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Chapter 12 Summary
Mortality projection
Projections of mortality can be made using two-factor models (age x and time period t , or
age x and cohort c ), or three-factor models (age, time period and cohort). In three-factor
models the factors are linked by x  t  c .
It is important to know the advantages and disadvantages of using the various two and
three-factor models.
The three projection approaches are based on expectation, extrapolation, and explanation.

Methods based on expectation
These use simple deterministic models (eg reduction factors), based on expectations of
target future mortality rates based on expert opinion and/or on recent historical trends.

Methods based on extrapolation
Lee-Carter model
Two-factor stochastic model (age and period):

loge mx ,t  ax  bx kt   x ,t
where:
ax is the mean value of ln mx , t  averaged over all periods t
kt is the effect of time t on mortality (with

 kt  0 )
t

bx is the extent to which mortality is affected by the time trend at age x (with

 bx  1 )
x

bx kt is the effect of time t on mortality at age x

 x ,t is the error term (independently and identically distributed with zero mean and
common variance).
Time series methods are used to model kt .

The Actuarial Education Company
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The parameters are estimated by:

1 n
 ln mˆ x ,t is used to estimate ax
n t 1









ˆ x , t  aˆx is used to estimate bx and kt
ln m
Age-period-cohort version of the Lee-Carter model:
log e mx ,t  ax  b1x kt  bx2hx t   x ,t

where:
ax can be fitted (and therefore smoothed) using p-splines
hc is the effect of cohort year c on mortality

bx2 is the extent to which mortality is influenced by the cohort effect at age x .

Multi-factor extension of the Lee-Carter model:
J

log e mx ,t  ax   kt , j b j (x)   x ,t
j 1

where:

kt , j is the effect of the time trend on mortality at time t for group j
b j (x) is the extent to which mortality is influenced by time for group j at age x

It is important to know the advantages and disadvantages of the Lee-Carter model.
Splines
Spline functions can be used for modelling mortality rates by age using:
s

s

j 1

j 1

log e [E (Dx )]  log e E xc    j B j (x)  ln  mx     j B j (x)
For a cubic spline with s knots at ages x1 , x2 ,... x s :

 0
B j (x)  
3
(x  x j )

x  xj
x  xj

To use splines for modelling mortality rates by time period, rather than age, the B j (x) would
be replaced by B j (t ) with respect to knots at times t1 , t2 ,... t s .
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p-splines
When estimating the parameters ˆ1 , ˆ2 ,... ˆs using maximum likelihood techniques, we
maximise the penalised log-likelihood:

1
lp ( )  l( )  P( )
2
where P( ) is a roughness penalty that increases with the degree of irregularity in the
progression of ˆ , ˆ ,... ˆ . This is designed to produce a smoother progression of fitted
1

2

s

rates with age and/or duration.

Methods based on explanation
Projections are made separately by cause of death and combined.
Possible methods include:


cause-deleted life table approach



multiple state (Markov) modelling

Difficulties of the approach include:


forecasting future changes in the risk factors / disease states



allowing for the lag between changes in the risk factors and their effect on mortality



difficulties in identifying and categorising the cause of death

Sources of error in mortality forecasting
The main sources of error are:


model mis-specification



parameter uncertainty



incorrect judgement or prior knowledge



random variation, including seasonal effects



data errors.
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The practice questions start on the next page so that you can
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Chapter 12 Practice Questions
12.1

(i)

Explain the notation and meaning of the parameters  x and fn , x in the following
reduction factor formula:



Rx ,t   x  1   x  1  fn , x



t /n

(ii)

State briefly how the values of these parameters are usually determined.

(iii)

The mortality rate for the base year of a mortality projection has been estimated to be:
m60,0  0.006

It is believed that the minimum possible mortality rate for lives aged 60 is 0.0012. It is
also believed that 30% of the maximum possible reduction in mortality at this age will
have occurred by ten years’ time.
Using an appropriate reduction factor, calculate the projected mortality rate for lives aged
60 in 20 years’ time.

12.2

(iv)

Describe the advantages and disadvantages of using an expectation-based approach to
mortality projections.

(i)

Discuss a major difficulty that is present in a three-factor age-period-cohort mortality
projection model that is not found in either an age-period or age-cohort model.
[1]

(ii)

The following Lee-Carter model has been fitted to mortality data covering two age groups
(centred on ages 60 and 70), and a 41-year time period from 1978 to 2018 inclusive:

Exam style





ln mx ,t  ax  bx kt   x ,t
(a)

Define in words the symbols ax , bx , kt and  x , t .

(b)

State the constraints that are normally imposed on bx and kt in order for the
model to be uniquely specified.

(c)

This model is to be used to project mortality for the 40-year time period from
2019 to 2058. In this model, it is assumed that for projection (calendar) year
t  1 , kt 1 is defined as follows:
kt 1  kt  0.02  et for t  2018

where et is a normally distributed random variable with zero mean and common
variance.
Calculate the projected values of kt for t  2023, 2028, 2033 and 2030 , ignoring
error terms and given that kˆ
[5]
 0.4 .
2018
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Mortality has been improving over time for both ages included in the model in part (ii).
You have been given the following further information about the model:
b60  3b70

ˆ 60,2018  0.00176
m

ˆ 70,2018  0.01328
m

ˆ x ,t is the predicted mortality rate at age x in calendar year t calculated from
where m
the fitted model (ie ignoring error terms).

(iv)

12.3

(a)

State what the above information indicates about the impact of the time trend on
mortality at the two ages.

(b)

Use the above information to complete the specification of the model.

(c)

Use the model to calculate the projected values of m̂60,2033 and m̂70,2033 .

Describe the main disadvantages of the Lee-Carter model.

[6]

[3]
[Total 15]

You have fitted a model to mortality data that are subdivided by age x and time period t , with a
view to using the model to project future mortality rates. For a particular age x , the model is
defined as:
ln E (Dx ,t )  ln E xc ,t  a  bt  ct 2

where Dx ,t is the random number of deaths, and E xc ,t is the central exposed to risk for age
group x in time period t ( t  0 is the year 1975).
(i)

If mx , t is the central rate of mortality for exact age x in time period t , show that the
above model is equivalent to:
mx , t  A Bt C t

2

stating the values of the parameters A , B and C .
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The model had been fitted to existing data covering the years 1975 to 2017 inclusive. At
age 55 the maximum likelihood estimates of the parameters are:

aˆ  6, bˆ  0.007, cˆ  0.00007
and a plot of the predicted values of m55,t is shown in the graph below:

Projected mortality rates at age 55
0.0025

Mortality rate

0.0024

0.0023
0.0022
0.0021
0.0020
0

5

10

15

20

25

30

35

40

45

Time period

A colleague has commented that this model is not an adequate fit to the observed data
and suggests replacing the quadratic function with a cubic spline function, again fitting a
different function for each age.
(a)

Set out the revised mortality projection model that uses a cubic spline function as
suggested by your colleague, defining all the symbols used.

(b)

Give a possible reason for the inadequate fit of the original model and explain
how the use of the cubic spline function could improve the model as suggested.

(c)

A second colleague has challenged the use of cubic splines for this purpose,
arguing that the resulting fitted model tends to be too ‘rough’.
Explain what is meant by ‘rough’ in this context, and describe how the method of
p-splines could be used to help address this difficulty.

(iii)

Describe the disadvantages of using the p-spline approach.
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In a particular country, Y and Z are important terminal diseases that are significant causes of
death for men at older ages. The following represents a Markov jump model of the process, for
male lives aged 70, showing annual constant transition rates:

Healthy
0.005

H

Disease

Disease
Y

0.007

0.014

Z

0.7

0.4

Dead
D

(i)

Calculate the probability that a healthy male life aged exactly 70 is dead by the end of the
coming year.

(ii)

An early diagnosis of Disease Z can prevent the disease from entering the terminal phase
and can lead to a full recovery.
A national screening programme has been planned that will increase the rates of early
diagnosis of Disease Z, and this is expected to reduce the rate of contracting the terminal
phase of the illness by 70% of the current rate (ie the transition rate from H to Z in the
above Markov model should reduce by 70%). All other transition rates are expected to
remain the same as before.
Calculate the revised probability of dying over the year, and hence the percentage
reduction in the overall probability of mortality achieved.

(iii)

Without performing any more calculations, explain whether a similar screening
programme for Disease Y (which would reduce the transition rate from H to Y by 70%)
would result in a greater or lower percentage reduction in the overall 1-year probability of
mortality.
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Chapter 12 Solutions
12.1

(i)

Interpretation of the reduction factor parameters

 x is the lowest level, expressed as a proportion of the current mortality rate at age x , to which
the mortality rate at age x can reduce at any time in the future.
fn , x is the proportion of the maximum possible reduction (of (1   x ) ) that is expected to have

occurred by n years’ time.
(ii)

How the parameters are determined

Both parameters could be set by expert opinion, perhaps assisted by some analysis of relevant
recent observed mortality trends.
(iii)

Projected mortality rate at age 60 in 20 years’ time

We can first calculate 60 as:

60 

0.0012
 0.2
0.006

We are also given that f10,60  0.3 , so we need:
R60,20   60  (1   60 )(1  f10,60 )20/10  0.2  0.8  (1  0.3)2  0.592

Hence the projected mortality rate at age 60 in 20 years’ time is:
m60,20  m60,0 R60,20  0.006  0.592  0.003552

(iv)

Advantages and disadvantages of using an expectation approach

Advantages


The method is easy to implement.

Disadvantages


The effect of such factors as lifestyle changes and prevention of hitherto major causes of
death are difficult to predict, as they have not occurred before, and experts may fail to
judge the extent of the impact of these on future mortality adequately.



Because the parameters are themselves target forecasts, there is a circularity in the
theoretical basis of the projection model (because forecasts are being used to construct a
model whose purpose should be to produce those forecasts).



Setting the target levels leads to an under-estimation of the true level of uncertainty
around the forecasts.

The Actuarial Education Company
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Difficulty of age-period-cohort models

Three-factor models have the logical problem that each factor is linearly dependent on the other
two. So we need to ensure that the three arguments of the function work together in a
consistent way in the formulae.
[1]
(ii)(a)

Definitions

In the Lee-Carter model:







ax is the mean value of the ln mx , t averaged over the periods t

[½]



kt is the effect of time t on mortality

[½]



bx is the extent to which mortality is affected by the time trend at age x

[½]



 x ,t is the error term (independently and identically distributed with zero mean and
common variance).

(b)

[½]

Constraints

The constraints are:


 kt  0

[½]

t



 bx  1

[½]

x

(c)

Numerical values of kt

The model projects kt as a linear function of calendar year t . Using the relationship given by the
model between kt and kt 1 :
kt 1  kt  0.02  et for t  2018

we can calculate estimates of future values of kt as:
kˆt  kˆ2018  0.02  (t  2018)
 0.4  0.02  (t  2018)

This gives:
kˆ2023  0.5 kˆ2033  0.7
kˆ2028  0.6 kˆ2038  0.8

[2]

(iii)(a) Effect of time trend at different ages
Mortality rates at age 60 are assumed to be improving at three times the rate at which they are
improving at age 70.
[1]
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Complete the specification of the model

We need to estimate values of ax and bx at both ages.
As mortality rates are improving at both ages, the values of b̂60 and b̂70 are both positive. Using
bˆ  bˆ  1 we have:
60

70

3bˆ70  bˆ70  1  bˆ70  0.25, bˆ60  0.75

[1]

We also know that:





ˆ 60,2018  ln  0.00176   6.34244
ln m
Using the parameter estimates calculated so far:





ˆ 60,2018  aˆ60  bˆ60 kˆ2018  6.34244
ln m
 aˆ60  0.75  0.4  6.34244
 aˆ60  6.04244

[1]

Similarly:





ˆ 70,2018  ln  0.01328   4.32150
ln m
 aˆ70  bˆ70 kˆ2018  4.32150
 aˆ70  0.25  0.4  4.32150
 aˆ70  4.22150

(c)

[1]

Projected values

We need:
k2033  0.7

At age 60, we have:





ˆ 60,2033  aˆ60  bˆ60 kˆ2033  6.04244  0.75  (0.7)  6.56744
ln m
ˆ 60,2033  e 6.56744  0.00141
 m

[1]

At age 70:





ˆ 70,2033  aˆ70  bˆ70 kˆ2033  4.22150  0.25  (0.7)  4.39650
ln m
ˆ 70,2033  e 4.39650  0.01232
 m
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(iv)

Disadvantages of Lee-Carter model

Future estimates of mortality at different ages are heavily dependent on the original estimates of
the parameters ax and bx , which are assumed to remain constant into the future. These
parameters are estimated from past data, and will incorporate any roughness contained in the
data. In particular, they may be distorted by past period events which might affect different ages
to different degrees.
[1½]
If the estimated bx values show variability from age to age, it is possible for the forecast
age-specific mortality rates to ‘cross over’ (such that, for example, projected rates may increase
with age at one duration, but decrease with age at the next).
[½]
There is a tendency for Lee-Carter forecasts to become increasingly rough over time.

[½]

The model assumes that the underlying rates of mortality change are constant over time across all
ages, when there is empirical evidence that this is not so.
[½]
The Lee-Carter model does not include a cohort term, whereas there is evidence from some
countries that certain cohorts exhibit higher mortality improvements than others.

[½]

Unless observed rates are used for the forecasting, it can produce ‘jump-off’ effects (ie an
implausible jump between the most recent observed mortality rate and the forecast for the first
future period).
[½]
[Maximum 3 for (iv)]
12.3

Formula for m x , t

(i)

Rearranging the original model we have:





ln E Dx , t   ln E xc ,t  a  bt  ct 2


 D
x ,t
 ln E 
c
 E
  x ,t

Dx , t
E xc , t


   a  bt  ct 2



is an unbiased estimator of mx , t so:

ln mx , t   a  bt  ct 2
2

 mx , t  exp a  bt  ct 2   ea ebt ect  A Bt C t



2

where:
A  ea , B  e b , C  e c
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Revised projection model using cubic spline function

The mortality projection model would now be:
J

 

ln E Dx ,t   ln E xc ,t    j B j (t )


j 1

where there are J knots positioned at values t1 , t2 ,..., t J ,  j are parameters to be fitted from
the data, and:

t tj


 0
B j (t )  
3

(t  t j )
(b)

t tj

Reasons for inadequate fit and how it could be improved by cubic spline function

The trend in mortality over time is unlikely to follow a quadratic function, even after it has been
log-transformed, as in this model, because the progression of predicted values is likely to be too
smooth.
There may be significant variations in the trends in the past data that may be relevant to future
projections and which we would therefore like the model to take into account.
Spline functions are very flexible models in terms of the shape of the function being fitted.
Adherence to data can be improved both by increasing the number of knots used, and by placing
the knots in locations where the greatest changes in curvature of the trend line occur.
However, some smoothing is still a requirement, and using cubic splines generally produces the
smoothest result (compared to using splines of higher orders).
(c)

Use of p-splines

The problem with splines is that they can be too flexible, and may cause the model to include
historical trend variations that are either short-term or past-specific, and which are not expected
to recur in future.
To include these features in the model may then be inappropriate or unhelpful when we attempt
to use the model for forecasting purposes.
One symptom of this over-adherence, or roughness, in the model, is that the sequence of
estimated parameters ˆ , ˆ ,..., ˆ may form an uneven progression, and smoothing this
1

2

J

progression can help reduce the roughness in the predicted values from the model.
The method of p-splines attempts to find an optimal model by introducing a penalty for models
which have excessive ‘roughness’.
The method may be implemented as follows:


Specify the knot spacing and degree of the polynomials in each spline.
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Define a roughness penalty, P( ) , which increases with the variability of adjacent
coefficients. This, in effect, measures the amount of roughness in the fitted model.



Define a smoothing parameter,  , such that if   0 , there is no penalty for increased
roughness, but as  increases, roughness is increasingly penalised.



Estimate the parameters of the model, including the number of splines, by maximising the
penalised log-likelihood:

1
lp ( )  l( )  P( )
2
where l( ) would be the usual log-likelihood for the model.


The penalised log-likelihood is effectively trying to balance smoothness and adherence to
the data.

(iii)

Disadvantages of using p-splines

When applied to ages separately, mortality at different ages is forecast independently so there is
a danger that there will be roughness between adjacent ages.
There is no explanatory element to the projection (in the way that time series methods use a
structure for mortality and an identifiable time series for projection).
p-splines tend to be over-responsive to adding an extra year of data.
12.4

(i)

Calculating the 1-year probability of dying q70

A healthy person aged 70 can die over one year by following any one of the following three paths:
(1)

transition directly from H to D within one year (HD)

(2)

transition from H to Y followed by transition from Y to D in one year (HYD)

(3)

transition from H to Z followed by transition from Z to D in one year (HZD)

We need the sum of the probabilities of following each path.
The one-year probabilities are denoted by PHD , PHYD and PHZD respectively.
Healthy directly to dead
We need:

PHD 

1



pHH (t ) HD dt

t 0

which is the probability of someone staying healthy until time t , then dying from healthy at that
point, integrated over all possible times t within the one year (0  t  1) .
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Now:
    t
pHH (t )  pHH (t )  e  HD HY HZ   e 0.026t

So:
1

1

PHD 



e

0.026t

t 0

 e 0.026t 
0.014
 0.014 dt  0.014  
1  e 0.026  0.013820
 
 0.026  0 0.026





Healthy to dead via Y
Now we need:

PHYD 

1



pHH (t ) HY pYD (1  t ) dt  HY

t 0

1



pHH (t ) pYD (1  t ) dt

t 0

This is the probability of staying healthy until time t , contracting disease Y at that point, and then
dying (from Disease Y) at some point in the remaining (1  t ) of the year.
First we see that:
pYD (1  t )  1  pYY (1  t )

This is because there are only two outcomes over the (1  t ) period for lives starting in state Y – if
they are not dead by the end of the period, they must still be in state Y. So:
pYD (1  t )  1  e 0.4(1t )  1  e 0.4 e0.4t

So:

PHYD  0.005

1







e 0.026t 1  e 0.4 e0.4t dt

t 0

1
 1

 0.005   e 0.026t dt  e 0.4  e0.374t dt 


t 0
 t 0


 1  e 0.026
 e0.374  1  
 0.005 
 e 0.4 

 0.026
0.374  




 0.005   0.987112  0.812874 
 0.005  0.174237
 0.000871
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Healthy to dead via Z
Similarly:

PHZD 

1



pHH (t ) HZ pZD (1  t ) dt  HZ

t 0

1



pHH (t ) pZD (1  t ) dt

t 0

where:
pZD (1  t )  1  pZZ (1  t )  1  e 0.7(1t )  1  e 0.7e 0.7t

So:
1
 1

0.026t
0.7 0.7t
0.026t
0.7
0.674t 

e
1

e
e
dt

0.007
e
dt

e
e
dt


 

t 0
t 0
 t 0


PHZD  0.007

1






 e0.674  1  
 0.007  0.987112  e 0.7 
   0.007  0.278284  0.001948

 0.674  

So the total probability of dying is:
q70  PHD  PHYD  PHZD  0.013820  0.000871  0.001948  0.016639

(ii)

Effect of the screening programme for disease Z

The transition rate from H to Z has reduced to:
  0.3  0.007  0.0021
HZ

The individual probabilities change as follows.
We need:

 
PHD

1



 (t ) HD dt
pHH

t 0

where:

 (t )  pHH
 (t )  e  HD  HY  HZ t  e (0.0050.014 0.0021)t  e 0.0211t
pHH


So:

 
PHD

 1  e 0.0211 
0.0211t
e

0.014
dt

0.014


  0.014  0.989524  0.013853

 0.0211 


t 0
1
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PHYD

1



Page 57

 (t ) HY pYD (1  t ) dt 
pHH

t 0

1







e 0.0211t  0.005  1  e 0.4 e 0.4t dt

t 0

1
 1

 0.005   e 0.0211t dt  e 0.4  e0.3789t dt 


t 0
 t 0


 1  e 0.0211
 e0.3789  1  
 0.005 
 e 0.4 

 0.0211
0.3789  




 0.005   0.989524  0.814993   0.000873
 
PHZD

1



 (t ) HZ
 pZD (1  t ) dt 
pHH

t 0

1







e 0.0211t  0.0021  1  e 0.7e 0.7t dt

t 0

1
 1

 0.0021   e 0.0211t dt  e 0.7  e0.6789t dt 


t 0
 t 0


 1  e 0.0211
 e0.6789  1  
 0.0021 
 e 0.7 

 0.0211

 0.6789  

 0.0021   0.989524  0.710761   0.000585

So the revised total probability of dying is:
  PHYD
  PHZD
  0.013853  0.000873  0.000585  0.015311
q70  PHD

which is 0.001328 lower than the previous value of 0.016639. This is a reduction of 8.0%.
(iii)

Effect of the screening programme for Disease Y

The reduction in mortality rate would be less, for two reasons:
(1)

People with Disease Y live for longer on average than those with disease Z.
(Recall that the expected survival time in state s is:

E Ts  

1

s

So, with Y  Z , we must have E TY   E TZ  .)
So, cutting the number of people contracting Disease Y will have a proportionately lower
impact on the total number dying during the year compared to Disease Z (ie Z is a more
serious disease than Y, so reducing the incidence of Z should have the bigger impact on
mortality rates).
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The transition rate from H to Y is lower than from H to Z. So reducing this rate to 30% of
its current level will cause a smaller reduction in the number of people contracting
Disease Y over the year. So, even if the mortality rates for the two diseases were the
same, the impact on the number of people dying would be less (ie Disease Z is commoner
than Disease Y, so there are fewer deaths from Disease Y that can be prevented).

© IFE: 2020 Examinations

The Actuarial Education Company

CS2-12: Mortality projection

Page 59

End of Part 3
What next?
1.

Briefly review the key areas of Part 3 and/or re-read the summaries at the end of
Chapters 8 to 12.

2.

Ensure you have attempted some of the Practice Questions at the end of each chapter in
Part 3. If you don’t have time to do them all, you could save the remainder for use as part
of your revision.

3.

Attempt Assignment X3.

4.

Read the Chapter 8 to 12 material (proportional hazards models, exposed to risk,
graduation tests, graduation methods and mortality projection) of the Paper B Online
Materials (PBOR).

5.

Attempt Assignment Y1.

Time to consider …
… ‘revision’ products
Flashcards – These are available in both paper and eBook format. One student said:
‘The paper-based Flashcards are brilliant.’

You can find lots more information, including samples, on our website at www.ActEd.co.uk.
Buy online at www.ActEd.co.uk/estore
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Legal action will be taken if these terms are infringed. In
addition, we may seek to take disciplinary action through
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Question
Consider the Gamma(0.5, 0.005) and Pa(4, 300) distributions, both of which have a mean of 100
and a variance of 20,000.
Use the limiting density ratio method to compare these two distributions.

Solution
Comparing the two density functions and taking the limit as x   , we have:




0.5 0.5 0.005 x
 lim  0.005
x
e

(0.5)
x  fPareto (x) x  

lim

fgamma (x)





 lim C x 0.5 (300  x)5 e 0.005 x
x 

 4  3004  


 (300  x)5  

 



In the above expression, C is a (very small) constant. (We know that   0.5   from the
properties of the gamma function given on page 5 of the Tables.)
5
As x   , the e0.005x factor tends to 0, the x 0.5 factor tends to 0 and the  300  x  factor

tends to infinity, and so the overall expression tends to 0. (To see this, try some large values of x.
Alternatively, remember that, in limits, exponential functions dominate polynomials.) Therefore:
lim

fgamma (x)

x  fPareto ( x)

0

This shows that the gamma distribution has a lighter tail than the Pareto distribution.

We can obtain the values of the PDF of two distributions d1 and d2 for, say, x values 1 to
1,000 and then calculate the ratio, R , using:
R = d1/d2
We can then plot the graph of R against x to determine which of d1 and d2 has the thicker
tail.

4.3

Hazard rate
The hazard rate of a distribution with density function f ( x ) and distribution function F ( x )
is defined as:

h( x ) 

f (x )
1 F (x )

We have already seen this formula in Chapter 8. Recall that the hazard rate is the rate of failure
given survival up until that point.
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We can interpret the hazard rate by analogy with  x , the force of mortality at age x .

The force of mortality has been discussed in detail in earlier chapters.
(The force of mortality at age x ( 0  x   ) is defined as:

 x  lim
h 0



1
 P [T  x  hT  x ]
h

where T is a random variable measuring a person’s length of life. See Chapter 6,
Section 1.3.)
If the force of mortality increases as a person’s age increases, relatively few people will live
to old age (corresponding to a light tail). If, on the other hand, the force of mortality
decreases as the person’s age increases, there is the potential to live to a very old age
(corresponding to a heavier tail).

Question
(i)

(ii)

Determine the hazard rate for:
(a)

the Exp() distribution

(b)

the Pa( , ) distribution.

Comment on the differences between these hazard rates.

Solution
(i)(a)

The hazard rate for the exponential distribution is:
h(x) 

(i)(b)

f (x)
e  x


1  F ( x) e   x

The hazard rate for the Pareto distribution is:

f (x)

h(x) 

1  F (x)    x  1
(ii)




  

 
x
x

The exponential hazard rate is constant (ie it is independent of x , which demonstrates
the memoryless property of the exponential distribution), whereas the Pareto hazard rate
is a decreasing function of x . Moreover, the Pareto hazard rate tends to 0 as x   , ie:

lim h(x)  lim

x 

x 


x

0

This means, for any Pareto distribution, the hazard rate will eventually be below the
(constant) hazard rate of any exponential distribution. Therefore, all Pareto distributions
have a heavier tail than all exponential distributions.
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For the gamma distribution we find that, if   1 (ie it is an exponential distribution), the
hazard rate is constant, but if   1 , it is a decreasing function of x (indicating a heavier tail
than the exponential distribution) and if   1 , it is an increasing function (indicating a
lighter tail than the exponential distribution).

The Core Reading here is describing the general relationship between the hazard rate function
and tail weight. However, when comparing the tail weight of two specific distributions, it is also
important to consider how the hazard rate decreases or increases.
The graph below illustrates the hazard function for the Gamma( ,  ) distribution for different
f (x)
values of  and   0.2 . The graph shows the hazard function, h(x) 
, plotted against x .
1  F (x)

Hazard function for the gamma distribution
0.5

0.4

α=0.5

0.3

α=1
0.2
0.1

α=2
0
0
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2

3

4

5

6

7

8

9
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The formula for hazard function in each of the three cases is:



 x 21e  x
 2 
f (x)
 2 xe  x
0.2
when   2
h(x) 



2
1  F (x) 1  x  t 21e t dt 1  x  2te t dt 1  1
0 2
0
x



 x11e  x
 1 
f (x)
e  x
h(x) 


 0.2 when   1
1  F (x) 1  x  t 11e t dt 1  x e t dt



2

0  1 



 0.5 x 0.51e  x

0

 x 0.5e  x
 0.5
f (x)

when   0.5 .
h(x) 


0.5
x
x
0.51 t
1  F ( x) 1 

 0.5 t 0.5e t dt
t
e
dt
1



0  0.5

0.5

0



When   2 the hazard is tending towards 0.2, the hazard of the distribution when   1 (an
exponential distribution). Although the hazard function is increasing when   2 , this distribution
has a heavier tail than the distribution when   1 because the hazard is always lower.
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We can also show this by performing the limiting density ratio test with these distributions.
Comparing the density functions of the Gamma(2, 0.2) and Gamma(1, 0.2) (which is an Exp(0.2)
distribution) and taking the limit as x   , we have:
lim

x 

fgamma (x)
fexp (x)

 lim

x 



0.22 x1e 0.2 x
(2)

 0.2e 
0.2 x

 0.2 
 lim 
x  
x   (2) 

This shows that the Gamma(2, 0.2) distribution has the heavier tail.
For the Pareto distribution, we find that the hazard rate is always a decreasing function
of x , confirming that it has a heavy tail.

The hazard rate for a Pareto distribution tends to 0, hence all Pareto distributions have a heavier
tail than all exponential distributions. We derived this result in the previous question.
The R code to calculate the hazard rate, H , for a Weibull distribution with parameters g and
b  c 1 g is given by:

H<-dweibull(x,g,b)/(1-pweibull(x,g,b))
We can then plot the graph of H against x to determine the thickness of its tail.

4.4

Mean residual life
The mean residual life of a distribution with density function f ( x ) and distribution function

F ( x ) is defined as:




 (y  x )f (y ) dy   x 1  F (y ) dy
e( x )  x 
1 F (x)
 x f (y ) dy
This function gives the expected remaining survival time given survival up until this point.

Question
(i)

(ii)

Determine the mean residual life for:
(a)

the Exp() distribution

(b)

the Pa( , ) distribution where   1 .

Comment on the behaviour of these functions.
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Solution
(i)(a)

The mean residual life for the exponential distribution is:


  y

 1  F (y) dy  x
e(x)  x
1  F (x)

e

dy

e  x



 1  y 
  e

1

x


 x

e

(i)(a)

The mean residual life for the Pareto distribution with   1 is:


 1  F (y) dy  x
e(x)  x


1  F ( x)



 

   y  dy
 



(


x
)
(  y) dy


x
  


x


 1

 (  x) 
(  y) 1   (  x)



1

x


(ii)

  1 
 1 
0     1  (  x)


 


x
 1

The exponential mean residual life is constant whereas the Pareto mean residual life is an
increasing function of x .

When x  0 the mean residual life is equal to the mean of the underlying distribution, as we
would expect.

Again we can interpret this in terms of mortality as the expected future lifetime, e x .

We discussed expected future lifetimes in Chapter 6. There we derived the formula:


e x   t px dt
0

However since:
t px

p
S(t  x) 1  F (t  x)
 tx 0 

S(x)
1  F (x)
x p0

we have:


e x

 {1  F (t  x)}dt
 0
1  F (x)

The Actuarial Education Company

© IFE: 2020 Examinations

Page 30

CS2-16: Extreme value theory

Then making the substitution y  t  x , we see that:




ex


 x

{1  F (y)}dy
1  F (x)

 e(x)

If the expected future lifetime decreases with age, relatively few people will live to old age
(corresponding to a light tail), but if it increases, there is the potential to live to a very old
age (corresponding to a heavier tail).
For the gamma distribution we find that, if   1 (ie it is an exponential distribution), the
mean residual life is constant, but if   1 , it is an increasing function of x (indicating a
heavier tail than the exponential distribution) and if   1 , it is a decreasing function
(indicating a lighter tail than the exponential distribution).

The Core Reading here is describing the general relationship between the mean residual life and
tail weight. However, when comparing the tail weight of two specific distributions, it is also
important to consider how the mean residual life decreases or increases.
The graph below illustrates the mean residual life for the Gamma( ,  ) distribution for different


values of  and   0.2.

 1  F (y) dy
The axes of the graph are the mean residual life e(x)  x
1  F (x)

against x .

Mean residual life for the gamma distribution
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Although the mean residual life for the Gamma(2,0.2) distribution is decreasing, it is decreasing
asymptotically towards 5. This is the (constant) mean residual life for the Gamma(1,0.2)
distribution. The mean residual life for the Gamma(2,0.2) distribution is therefore always above
that for the Gamma(1,0.2) , suggesting the Gamma(2,0.2) has a heavier tail.
For the Pareto distribution, we find that the mean residual life is always an increasing
function of x , confirming that it has a heavy tail.

We derived these results for the exponential and Pareto distributions in the previous question.
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The R code for the survival function of a Weibull distribution with parameters g and
b  c 1 g is given by:

Sy<-function(y) {(1-pweibull(y,g,b))}
Hence, the mean residual life for x is given by ex as follows:
int<-integrate(Sy,x,Inf)
ex<-int$value/(1-pweibull(x,g,b))
We can then plot the graph of ex against x.
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The chapter summary starts on the next page so that you can
keep all the chapter summaries together for revision purposes.
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Parameter variability / uncertainty
This section forms part of the Core Reading, but does not address any specific syllabus objectives.
However, the material here provides useful practice in applying the models we have studied.

3.1

Introduction
So far risk models have been studied assuming that the parameters, that is the moments
and in some cases even the distributions, of the number of claims and of the amount of
individual claims are known with certainty. In general, these parameters would not be
known but would have to be estimated from appropriate sets of data. In this section it will
be seen how the models introduced earlier can be extended to allow for parameter
uncertainty / variability. This will be done by looking at a series of examples. Most, but not
all, of these examples will consider uncertainty in the claim number distribution since this,
rather than the individual claim amount distribution, has received more attention in the
actuarial literature. All the examples will be based on claim numbers having a Poisson
distribution.

Each example in this section considers a portfolio of 100 policies. The table below gives a
summary of the three examples, describing the parameter uncertainty and the estimated mean
and standard deviation of the aggregate claims for the entire portfolio based on some
simulations:

Example

1

Uncertainty in Poisson parameter for
claim numbers

Simulated mean of
aggregate claims

Simulated standard
deviation of
aggregate claims

60,120

13,564

30,085

13,489

59,950

32,937

separate parameter for each of the
100 policies
equally likely to be 0.1 or 0.3

2

3

3.2

separate parameter for each of the
100 policies
gamma distribution with parameters
0.1 and 1
same parameter for each policy
equally likely to be 0.1 or 0.3

Variability in a heterogeneous portfolio
Consider a portfolio consisting of n independent policies. The aggregate claims from the
i th policy are denoted by the random variable Si , where Si has a compound Poisson
distribution with parameters i , and the CDF of the individual claim amounts distribution is

F ( x ) . Notice that, for simplicity, the CDF of the distribution of individual claim amounts,
F ( x ) , is assumed to be identical for all the policies.
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In this example the CDF of individual claim amounts, ie F ( x ) , is assumed to be known but
the values of the Poisson parameters, ie the i s, are not known. In this subsection the i s
are assumed to be (sample values of) independent random variables with the same (known)
distribution. In other words {i }in1 is treated as a set of independent and identically
distributed random variables with a known distribution. This means that if a policy is
chosen at random from the portfolio it is assumed that the Poisson parameter for the policy
is not known but that probability statements can be made about it. For example, ‘there is a
50% chance that its Poisson parameter lies between 3 and 5’. It is important to understand
that the Poisson parameter for a policy chosen from the portfolio is a fixed number; the
problem is that this number is not known.

Example 1
Suppose that the Poisson parameters of 100 policies in a portfolio are not known but are
equally likely to be 0.1 or 0.3 and claims are from a gamma distribution with parameters
  750 and   0.25 .
(i)

Simulate the aggregate claim amount from a policy chosen at random from the
portfolio, repeat this for a total of 10,000 simulations, and hence estimate the mean
and standard deviation of the aggregate claims from a randomly chosen policy.

The question is asking us to simulate a value of the Poisson parameter and use this to simulate
the aggregate claim amount for a policy with this parameter, then repeat this whole process to
get a total of 10,000 simulations.
(ii)

Simulate 10,000 aggregate claims from the whole portfolio, and hence estimate the
mean and standard deviation of the aggregate claims from the whole portfolio.

It may be helpful to think of this as a model of part of a motor insurance portfolio. The
policies in the whole portfolio have been subdivided according to their values for rating
factors such as ‘age of driver’, ‘type of car’ and even ‘past claims experience’. The policies
in the part of the portfolio being considered have identical values for these rating factors.
However, there are some factors, such as ‘driving ability’, that cannot easily be measured
and so they cannot be taken explicitly into account. It is supposed that some of the
policyholders in this part of the portfolio are ‘good’ drivers and the remainder are ‘bad’
drivers. The individual claim amount distribution is the same for all drivers but ‘good’
drivers make fewer claims (0.1 pa on average) than ‘bad’ drivers (0.3 pa on average). It is
assumed that it is known, possibly from national data, that a policyholder in this part of the
portfolio is equally likely to be a ‘good’ driver or a ‘bad’ driver but that it cannot be known
whether a particular policyholder is a ‘good’ driver or a ‘bad’ driver.
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Solution
(i)

Aggregate claim amount from a randomly chosen policy

For each of 10,000 simulations, the following R code simulates a value of lambda for the
randomly chosen policy, by sampling from 0.1 and 0.3, and uses this value to simulate the
number of claims, N , and the aggregate claim amount, S :
sims <- 10000
S <- numeric(sims)
set.seed(123)
lambda <- sample(x = c(0.1, 0.3), replace = TRUE, size =
sims, prob = c(0.5, 0.5))
N <- rpois(sims, lambda)
for (i in 1:sims)
{S[i] <- sum(rgamma(N[i], 750, 0.25))}
This gives a sample mean of 607 and sample standard deviation of 1,374 (the theoretical
values are 600 and 1,375.645).

Different results may be obtained, even when using the same seed number, depending on the
version of R used to generate the samples.
We could also estimate properties of an individual policy by considering the law of total
probability when conditioning on the value of the Poisson parameter, p . For any value, x , we
have:



 

 

 

P  S  x   P S  x |p  0.1 P p  0.1  P S  x |p  0.3 P p  0.3



 





where we can use the known probabilities, P p  0.1  P p  0.3  0.5 , and both









P S  x |p  0.1 and P S  x |p  0.3 could be estimated separately through simulation. We

can use similar conditional formulae for estimating moments.
The approach outlined in the Core Reading simulates values for lambda in addition to values for
the aggregate claims, S . For a large enough number of simulations, this is approximately the
same as the law of total probability approach, as the simulated distribution of lambda will be



 



close to the known distribution defined by P p  0.1  P p  0.3  0.5 .
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Aggregate claim amount from the whole portfolio

For each of 10,000 simulations, the following R code simulates a value of lambda for each of
the 100 policies by sampling from 0.1 and 0.3. We then use these values to simulate the
number of claims, N , and the aggregate claim amounts, S , for all 100 policies. These are
stored in a matrix Results, which has 10,000 rows representing the simulations and 100
columns representing the policies.
The sum of the rows will give the simulated totals for the portfolio:
sims <- 10000
policies <- 100
S <- numeric(policies)
Results <- matrix(nrow = sims, ncol = policies)
set.seed(123)
for (i in 1:sims){
lambda <- sample(x = c(0.1, 0.3), replace = TRUE, size =
policies, prob = c(0.5, 0.5))
N <- rpois(policies, lambda)
for (j in 1:policies){
S[j] <- sum(rgamma(N[j], 750, 0.25))
}
Results[i, ] <- S
}
Total <- rowSums(Results)
This gives a sample mean of 60,120 and a sample standard deviation of 13,564 (the
theoretical values are 60,000 and 13,756).

Different results may be obtained, even when using the same seed number, depending on the
version of R used to generate the samples.
The law of total probability approach would not be as straightforward as it was for part (i). This is
because we would need to condition on all the possible combinations of Poisson parameters
across the 100 policies in the portfolio.

Example 2
Suppose the Poisson parameters of 100 policies in a portfolio are not known but are drawn
from a gamma distribution with parameters 0.1 and 1 . Claim amounts are from a gamma
distribution with parameters   750 and   0.25 .
(i)

Simulate the number of claims for a policy chosen at random from the portfolio,
repeat this for a total of 10,000 simulations, and hence estimate the mean and
standard deviation of the number of claims for a randomly chosen policy.

The question is asking us to simulate a value of the Poisson parameter and use this to simulate
the number of claims for a policy with this parameter, then repeat this whole process to get a
total of 10,000 simulations.
(ii)

Simulate the aggregate claim amount for a policy chosen at random from the
portfolio, repeat this for a total of 10,000 simulations, and hence estimate the mean
and standard deviation of the aggregate claims from a randomly chosen policy.
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The question is asking us to simulate a value of the Poisson parameter and use this to simulate
the aggregate claim value for a policy with this parameter, then repeat this whole process to get
a total of 10,000 simulations.
(iii)

Simulate 10,000 aggregate claims from the whole portfolio, and hence estimate the
mean and standard deviation of the aggregate claims from the whole portfolio.

Solution
Let Ni denote the number of claims from the i th policy in the portfolio and let i be its
Poisson parameter. Then Ni has a Poisson distribution with parameter i but the problem
is that (by assumption) the value of i is not known. What is known is the distribution from
which i has been chosen.
The problem can be summarised as follows:
Given that:

Ni | i ~ Poisson(i ) and i ~ Gamma(0.1,1)
find the marginal distribution of Ni .

The marginal distribution of Ni is its unconditional distribution. In this example, Ni can only take
whole number values, so it is a discrete random variable. To determine its marginal distribution
algebraically, we need to derive a formula for the unconditional probability P(Ni  n) .
Alternatively, we could use simulation to estimate the marginal distribution. This is the approach
taken in (i) below.
(i)

Number of claims from a randomly chosen policy

For each of 10,000 simulations, the following R code simulates a value of lambda from the
Gamma(0.1,1) distribution and then use this value to simulate a number of claims, N :
sims <- 10000
set.seed(123)
lambda <- rgamma(sims, 0.1, 1)
N <- rpois(sims, lambda)
This gives a sample mean of 0.0979 and a sample the standard deviation of 0.456 (the
theoretical values are 0.1 and 0.4472).
In general, the marginal distribution does not have one of the standard distributions.
However, in this particular case it can be shown, by conditioning, that the marginal
distribution of Ni is negative binomial with parameters 0.1 and 0.5. The proof of this is
beyond the syllabus.
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Aggregate claim amount from a randomly chosen policy

For each of 10,000 simulations, the following R code simulates 10,000 values of lambda
from the Gamma(0.1,1) distribution. We then use these values to simulate the number of
claims, N , and the aggregate claim amounts, S :
sims <- 10000
S <- numeric(sims)
set.seed(123)
lambda <- rgamma (sims, 0.1,1)
N <- rpois (sims, lambda)
for (i in 1:sims)
{S[i] <- sum(rgamma (N[i], 750, 0.25) ) }
This gives a sample mean of 294 and a sample standard deviation of 1,369 (the theoretical
values are 300 and 1,342.09).
(iii)

Aggregate claim amount from the whole portfolio

For each of 10,000 simulations, the following R code simulates a value of lambda for each
policy from the Gamma(0.1,1) distribution. We then use these values to simulate the
number of claims, N , and the aggregate claim amounts, S , for all 100 policies. These are
stored in a matrix Results, which has 10,000 rows representing the simulations and 100
columns representing the policies. The sum of the rows will give the simulated totals for
the portfolio:
sims <- 10000
policies <- 100
S <- numeric(policies)
Results <- matrix(nrow = sims, ncol = policies)
set.seed(123)
for (i in 1:sims){
lambda <- rgamma(policies, 0.1, 1)
N <- rpois(policies, lambda)
for (j in 1:policies){
S[j] <- sum(rgamma(N[j], 750, 0.25))
}
Results[i, ] <- S
}
Total <- rowSums(Results)
This gives a sample mean of 30,149 and a sample standard deviation of 13,373 (the
theoretical values are 30,000 and 13,421).
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Variability in a homogeneous portfolio
Now a different example is considered. Suppose, as before, there is a portfolio of n
policies. The aggregate claims from a single policy have a compound Poisson distribution
with parameters  , and the CDF of the individual claim amounts random variable is F ( x ) .
The Poisson parameters are the same for all policies in the portfolio. If the value of  were
known, the aggregate claims from different policies would be independent of each other. It
is assumed that the value of  is not known, possibly because it changes from year to year,
but that there is some indication of the probability that  will be in any given range of
values. As in the previous example, it is assumed for simplicity that there is no uncertainty
about the moments or distribution of the individual claim amounts, ie about F ( x ) . The
uncertainty about the value of  can be modelled by regarding  as a random variable
(with a known distribution).

Example 3
Suppose that the Poisson parameter for all 100 policies in a portfolio is not known but is
equally likely to be 0.1 or 0.3 and claims are from a gamma distribution with parameters
  750 and   0.25 .
(i)

Simulate the aggregate claims from a policy from such a portfolio, repeat this for a
total of 10,000 simulations, and hence estimate the mean and standard deviation of
the aggregate claims from a policy from such a portfolio.

(ii)

Simulate 10,000 aggregate claims from the whole portfolio and hence estimate the
mean and standard deviation of the aggregate claims from the whole portfolio.

Solution
(i)

Aggregate claim amount from a single policy from such a portfolio

The code for one policy will be the same as the first example in the previous section:
sims <- 10000
S <- numeric(sims)
set.seed(123)
lambda <- sample (x = c(0.1, 0.3), replace = TRUE, size =
sims, prob = c(0.5, 0.5))
N <- rpois (sims, lambda)
for (i in 1:sims)
{S[i] <- sum(rgamma (N[i], 750, 0.25) ) }
This gives a sample mean of 607 and a sample standard deviation of 1,374 (the theoretical
values are 600 and 1,375.645).

We could also use the law of total probability approach, as described in part (i) of the first
example in Section 3.2.
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Aggregate claim amount from the whole portfolio

For each of 10,000 simulations, the following R code simulates a single value of lambda for
all 100 policies by sampling from 0.1 and 0.3. We then use this value to simulate the
number of claims, N , and the aggregate claim amounts, S , for all 100 policies. These are
stored in a matrix Results, which has 10,000 rows representing the simulations and 100
columns representing the policies. The sum of the rows will give the simulated totals for
the portfolio:
sims <- 10000
policies <- 100
S <- numeric(policies)
Results <- matrix(nrow = sims, ncol = policies)
set.seed(123)
for (i in 1:sims){
lambda <- sample(x = c(0.1, 0.3), replace = TRUE, size = 1,
prob = c(0.5, 0.5))
N <- rpois(policies, lambda)
for (j in 1:policies) {
S[j] <- sum(rgamma(N[j], 750, 0.25))
}
Results[i, ] <- S
}
Total <- rowSums(Results)
This gives a sample mean of 59,950 and a sample standard deviation of 32,937 (the
theoretical values are 60,000 and 32,867).

Different results may be obtained, even when using the same seed number, depending on the
version of R used to generate the samples.
Again, an approach based on the total law of probability could also be used.
It is useful to compare the answers to the above example with those to the first example in
the Section 3.2. The values of the mean are in all cases the same, as are the variances when
a single policy is considered (part (i)). The difference occurs when variances for more than
one policy are considered (part (ii)), in which case the second example gives the greater
variance. It is important to understand the differences (and the similarities) between the two
examples. A practical situation where the second example could be appropriate would be a
portfolio of policies insuring buildings in a certain area. The number of claims could
depend on, among other factors, the weather during the year; an unusually high number of
storms resulting in a high expected number of claims (ie a high value of  ) and vice versa
for all the policies together.
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