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Subject CS2
CMP Upgrade 2020/21
CMP Upgrade
This CMP Upgrade lists the changes to the Syllabus objectives, Core Reading and the ActEd
material since last year that might realistically affect your chance of success in the exam. It is
produced so that you can manually amend your 2020 CMP to make it suitable for study for the
2021 exams. It includes replacement pages and additional pages where appropriate.
Alternatively, you can buy a full set of up-to-date Course Notes / CMP at a significantly reduced
price if you have previously bought the full-price Course Notes / CMP in this subject. Please see
our 2021 Student Brochure for more details.

This CMP Upgrade contains:




all significant changes to the Syllabus objectives and Core Reading
additional changes to the ActEd Course Notes and X Assignments that will make them
suitable for study for the 2021 exams.
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Changes to the Syllabus
Only minor formatting and wording changes have been made to the Syllabus objectives.
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Changes to the Core Reading
This section contains all the non-trivial changes to the Core Reading.

Chapter 2
Section 6.2, page 36
The definition of the period of a state has been updated to the following:

The period of a state
The period of state i is the largest integer d satisfying the following property:
pii(n )  0 whenever n is not divisible by d
(n )
(ie pii  0 unless n  md for some integer m ).

State i has period d if a return to i is possible only in a number of steps that is a multiple
of d . If pii(n )  0 for all n , then we let d   . If d  1 , then state i is said to be periodic. If
d  1 , then state i is said to be aperiodic.

Section 6.2, page 37
The following definition of a periodic and aperiodic Markov chain has been added:
An irreducible Markov chain is said to be aperiodic if its period is 1 and periodic otherwise.

Section 7.3, page 46
The R box has been updated to include the following additional paragraphs:
To find the stationary distribution use:

steadyStates(Employment)
which gives the probabilities:
Employed 0.686, Unemployed 0.114, Inactive 0.2
Note that the stationary probability distribution could also be found by checking the
probability distributions at the end of two different, suitably large, months (eg 100 and 101),
using R code similar to that above, and noting that the probability distributions have
converged.
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Chapter 6
Section 3.3, page 20
The equations at the top of the page have been updated to the below by removing unnecessary
constants:
Hence:
t

t

0

0


  s log s px ds     x  s ds
The left-hand side is:
t

log s p x  0  log t p x

(since 0 p x  1 )

So, taking exponentials of both sides gives:
 t

p
exp

   x  s ds 
t x
 0




Section 4, page 21
The R box on this page has been updated to the following:
Suppose we have an exponential distribution with parameter   0.5 . The R code for
simulating 100 values is:

rexp(100,0.5)
The PDF is obtained by dexp(x, 0.5) and can be plotted. For example:

plot(seq(0,10,by=0.01),dexp(seq(0,10,by=0.01),0.5),type="l")
To calculate probabilities for a continuous distribution we use the CDF, which is obtained
by pexp. For example, if X is a random variable with the given distribution, to calculate
P ( X  2)  0.6321206 we can use the R code:

pexp(2,0.5)
Similarly, the quantiles can be calculated with qexp.
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Section 4, page 22
The R box on this page has been updated to the below:
The R code for simulating a random sample of 100 values from the Weibull distribution with
c  2 and   0.25 is:

rweibull(100, 0.25, 2^(-1/0.25))
Note that R uses a different parameterisation for the scale parameter, c, from that in the
Tables for the Actuarial Examinations and presented here.
Similarly, the PDF, CDF and quantiles can be obtained using the R functions dweibull,
pweibull and qweibull.
Alternatively, we could redefine them from first principles as follows:

rweibull2 <- function(n,c,g){
(-log(1-runif(n))/c)^(1/g)
}
dweibull2 <- function(x,c,g){
c*g*x^(g-1)*exp(-c*x^g)
}
pweibull2 <- function(q,c,g){
1-exp(-c*q^g)
}
qweibull2 <- function(p,c,g){
(-log(1-p)/c)^(1/g)
}

Section 5.2, page 26
The Core Reading and ActEd text in the R box on this page have been updated to the below:
The R base system does not have a command to simulate lifetimes when mortality is assumed
to follow Gompertz’ Law.

If mortality follows Gompertz’ Law, then the future lifetime random variable follows a Gompertz
distribution. Unlike the exponential and Weibull distributions, there are no functions in the R
base system to simulate values, plot a PDF, or calculate probabilities and percentiles for the
Gompertz distribution.
However, in the package flexsurv, the command rgompertz simulates values from a
Gompertz lifetime distribution. The commands dgompertz, pgompertz and qgompertz
generate the density, distribution function and quantiles respectively.
The command hgompertz generates the hazard, and Hgompertz the cumulative hazard,
ie the integral of the hazard over an interval.
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Note that in these commands the parameters of the Gompertz distribution are to be
specified as ‘shape’ and ‘rate’. If the shape is  and the rate is  , then Gompertz’s Law
(6.4) may be written:

x   e x
In terms of the notation used in (6.4) above, we have:
shape  logc
rate  B
For example, if the force of mortality at age 30 years is 0.001 and mortality at ages over 30 is
governed by the Gompertz law with a shape parameter equal to 0.075, then a graph of the
force of mortality between ages 30 and 100 can be plotted using:

x = seq(30, 100)
y = hgompertz(x - 30, shape = 0.075, rate = 0.001)
plot(x, y, type = "l", ylab = "Force of mortality")
Note that the first argument of hgompertz is x  30 not x , as this argument is measured in
years since exact age 30 (when the rate is at its ‘base’ level of 0.001).

Chapter 7
Section 3.5, page 20
The first line of R code in the box on this page has been updated to the below:
survfit(formula, conf.int = 0.95, conf.type = "plain")

Chapter 8
Section 5.2, page 26
The Core Reading and ActEd text in the R box on this page has been updated to the following:
In the R package survival, the command coxph() fits a Cox proportional hazards model
to the supplied data:

coxph(<formula>, ties = "breslow")
The argument <formula> needs to be a formula object with a survival object response. For
example:

coxph(Surv(data$time,data$status)~data$smoker, ties="breslow")
where data is a data frame that includes the time of each event, whether it was a censored
event or not, and the covariate value of interest.
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So, time is a column in the data frame data that contains the times to the event or censoring.
Similarly, status is a column with 0/1 entries denoting whether the individual was censored (0)
or experienced the event (1). Finally, smoker is a column that contains the covariate of interest,
ie an indication of smoker status.
Note that the ties argument is a character string specifying the method for handling ties. If
there are no tied death times all the options for this argument are equivalent. Nearly all Cox
regression programs in R use the Breslow method by default, but not this one. The Breslow
method is consistent with the theory presented in Section 4.2.

Chapter 10
Section 7.1, page 25
The last paragraph in the R code box has been updated to the following:
This produces the chi-squared statistic (x2) value of 6.037336, with 10 degrees of freedom.
The critical value at the 5% significance level may be obtained in R as:
qchisq(0.95, 10)
[1] 18.30704
Since 6.037336 < 18.30704, we cannot reject the null hypothesis that the actual deaths come
from an experience with underlying mortality equal to the standard table.

Section 7.6, page 40
The equation at the bottom of the page is now labelled as equation (10.2):
m j

 (zi  z )(zi  j  z )

r j  i 1
m
m j
(z  z )2
m i 1 i

(10.2)
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Section 7.6, page 43
The Core Reading and ActEd text in the R box on this page have been updated to the below:
The serial correlations test can be carried out in R by considering the series of z x ’s as if
they were a time series and computing the first-order autocorrelation. The following R code
calculates the autocorrelation at lag 1 only, without plotting a graph:

acf(zx, lag.max=1, plot=FALSE)

By default, the acf() function plots a graph of the calculated autocorrelations without separately
outputting their numerical values. Setting the plot argument to FALSE outputs the values instead
of plotting a graph.
This autocorrelation is calculated using the approximation in (10.2), excluding the factor
m 1
in the denominator, which is close to 1 for large values of m .
m
Alternatively, to compute r1 exactly based on formula (10.1) in R from a set of 50 deviations
z x , use:

z1x <- zx[1:49]
z2x <- zx[2:50]
cor(z1x, z2x)

Chapter 12
Section 1, page 4
The final Core Reading paragraph on this page, around halfway down, has been updated to the
following:
Expert opinion is used to set the targets  x and fn , x . The mortality rate at age x in future

year t , q x ,t , would then be expected to be equal to:

q x ,t  Rx ,t q x

Section 2.2, page 11
The final two Core Reading paragraphs on this page have been updated to the following:
The three-factor model goes further and specifies the model in terms of age, calendar time
of interest, and year of birth. For example, using the three factor model, mortality forecast
for a male aged 50 in 2037 will take into account his age (ie 50), the year of interest (ie 2037)
and his year of birth (ie 1987).
In two-factor models, it has been usual to work with age and period. It is possible to work
with age and cohort, but the cohort approach involves more parameters to be estimated and
there is the largely insoluble problem that recent cohorts have their histories truncated by
the present day.
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Section 2.3, pages 13-18
There are various Core Reading and ActEd text changes to these pages. Replacement pages are
included at the end of this document.
Section 2.3, page 25
The second disadvantage of the Lee-Carter model has been updated to the below:
(2)

When the random walk is used to forecast k t within the Lee-Carter model, the
resulting ratio of the rates of mortality change at different ages remains constant over
time, when there is empirical evidence that this is not so.

Chapter 13
Section 3.3, page 27
The R box on this page has been updated to the following:
The following lines in R generate the ACF and PACF functions for an AR (1) model:

par(mfrow=c(1,2))
barplot(ARMAacf(ar=0.7,lag.max = 12)[-1], xlab = "Lag", ylab =
"ACF", main = "ACF of AR(1)", col="red")
barplot(ARMAacf(ar=0.7,lag.max = 12,pacf = TRUE), xlab = "Lag",
ylab = "ACF", main = "PACF of AR(1)", col="red")

Note that the value of 0 (  1) has been excluded from the ACF bar plot using the [-1]
code.
Figure 13.2: ACF and PACF of AR (1) with   0.7 .
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Section 2.5, page 39
The R code box on this page has been updated to the below:
The following lines in R generate the ACF and PACF functions for an MA(1) model:

par(mfrow = c(1,2))
barplot(ARMAacf(ma=0.7,lag.max = 12)[-1], xlab = "Lag", ylab =
"ACF",main="ACF of MA(1)",col="red")
barplot(ARMAacf(ma=0.7,lag.max = 12,pacf = TRUE), xlab =
"Lag", ylab = "PACF", main = "PACF of MA(1)", col = "red")

Note that the value of 0 (  1) has been excluded from the ACF bar plot using the [-1]
code.
Figure 13.3: ACF and PACF of MA(1) with   0.7

Chapter 14
Section 1, pages 3-10
There have been various changes on these pages. Replacement pages are available at the end of
this document.
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Section 1.6, pages 13 - 14
The Core Reading and ActEd text in the R box on these pages have been updated to the below:
In R the function decompose can be used to obtain both the moving average and seasonal
means described in Sections 1.5 and 1.6.

To see how this function is used, we first plot a sample time series:
ts.plot(manston$Tmax,ylab="Temperature", main="Max. temperatures
observed at each month (2010-2018), Manston, UK")
points(manston$Tmax,cex=0.4)
Note, as in the graphs above, R provides an appropriate default axis label for the x -axis
and so a label does not need to be explicitly set in the R code.
The time series data is plotted as in Figure 14.9 below.

We then use the decompose function:
decomp=decompose(ts(manston1$Tmax,frequency = 12),type="additive")
The decomposition is saved as decomp.
The moving average can be added (in red) using the code:

lines(as.vector(decomp$trend),col="red")
The sum of seasonal and moving average trends can be added (in blue) as follows:

lines(as.vector(decomp$seasonal+decomp$trend),col="blue")

The resulting graph is shown below. A colour version is also available online in the tuition
materials for the R part of CS2.
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Figure 14.9: Temperature data and its decomposition into moving average (in red) and
seasonal trend (in blue) added.

Section 2.1, page 17
The graph in the R box on this page is now Figure 14.10.
Section 2.2, page 19
The R box on this page has been updated to the following:
The standard commands for running these tests in R on some observations (simulated
white noise here) are:

set.seed(123)
x <- rnorm (100)
Box.test (x, lag = 1, type = "Ljung")
which gives the following output:

Box-Ljung test
data: x
X-squared = 0.067503, df = 1, p-value = 0.795
This code is for lag 1 specifically; other lags can be tested by substituting lag = 2,
lag = 3, etc in place of lag = 1.
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Note also that when a model has been fitted and we are testing the residuals from the fitted
model, we need to use the fitdf argument to set the appropriate number of degrees of
freedom.

If an ARMA(p, q) model has been fitted, then we need to set fitdf equal to p  q .
Section 3.3, page 24

The formula for Akaike’s information criterion (AIC) has been updated. The two sentences prior
to the formula have also been updated. The Core Reading now reads:
Alternatively, the Akaike’s information criterion (AIC) could be used, which is a penalised
deviance:
AIC (model)  2  ln  LM   2  number of parameters 

where LM is the likelihood of the model under consideration.

Section 3.4, page 26

The figure reference in the R box on this page is now 14.10. The following sentence has been
added to the bottom of the R box:
Note also the additional estimate for the intercept 0.0911 but with a rather large standard
error, 0.2224.

Section 3.5, page 29

The graph in the R box on this page is now Figure 14.11.
The following paragraph has been added to the bottom of the R box on this page:
Note that the p-values shown for the Ljung-Box statistic plot calculated by the tsdiag() R
function are incorrect because the degrees of freedom used to calculate the p-values are lag
instead of lag – (p + q). That is, the procedure being used does NOT take into account the
fact that the residuals are from a fitted model.
A better function to use is the Box.test() function with the fitdf argument set to the
appropriate number of degrees of freedom.
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Chapter 15
Section 1.1, page 7
The R box on this page has been updated to the following:
Suppose we have an exponential distribution with parameter   0.5 . The R code for
simulating 100 values is:

rexp(100,0.5)
The PDF is obtained by dexp(x, 0.5) and can be plotted. For example:

plot(seq(0,10,by=0.01),dexp(seq(0,10,by=0.01),0.5),type="l")
To calculate probabilities for a continuous distribution we use the CDF, which is obtained
by pexp. For example, if X is a random variable with the given distribution, to calculate
P ( X  2)  0.6321206 we can use the R code:

pexp(2,0.5)
Similarly, the quantiles can be calculated with qexp.

Section 2.2, page 14
The R box on this page has been updated to the following:
There is no built in R code for the Pareto distribution (in the basic installation) so we have to
define the functions rpareto, dpareto, ppareto and qpareto from first principles as
follows:

rpareto <- function(n,a,lambda){
lambda*((1 - runif(n))^(-1/a)-1)
}
dpareto <- function(x,a,lambda){
a*lambda^(a)/((lambda+x)^(a+1))
}
ppareto <- function(q,a,lambda){
1 - (lambda/(lambda+q))^a
}
qpareto <- function(p,a,lambda){
lambda * ((1–p)^(-1/a)–1)
}
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Section 2.3 page 15
The Core Reading and ActEd text in the R box on this page has been updated to the following:
There is no built in R code for the Burr distribution (in the basic installation) so we have to
define the functions rburr, dburr, pburr and qburr from first principles as follows:

rburr <- function(n,a,lambda,g){
(lambda*((1-runif(n))^(-1/a)-1))^(1/g)
}
dburr <- function(x,a,lambda,g){
a*g*lambda^(a)*x^(g-1)/((lambda+x^g)^(a+1))
}
pburr <- function(q,a,lambda,g){
1-(lambda/(lambda+q^g))^a
}
qburr <- function(p,a,lambda,g){
(lambda*((1-p)^(-1/a)-1))^(1/g)
}

Section 2.4, page 15
The following Core Reading wording has been added after the formula for the PDF of the
three-parameter Pareto distribution, near the bottom of the page:
where  has been replaced with  .

Section 2.5, pages 18-19
The R box on these pages has been updated to the following:
The R code for simulating a random sample of 100 values from the Weibull distribution with
c  2 and   0.25 is:

rweibull(100, 0.25, 2^(-1/0.25))
Note that R uses a different parameterisation for the scale parameter, c, from that presented
in the Tables for Actuarial Examinations and presented here.
Similarly, the PDF, CDF and quantiles can be obtained using the R functions dweibull,
pweibull and qweibull.
Alternatively, we could redefine them from first principles as follows:

rweibull2 <- function(n,c,g){
(-log(1-runif(n))/c)^(1/g)
}
dweibull2 <- function(x,c,g){
c*g*x^(g-1)*exp(-c*x^g)
}
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pweibull2 <- function(q,c,g){
1-exp(-c*q^g)
}
qweibull2 <- function(p,c,g){
(-log(1-p)/c)^(1/g)
}

Section 3.2, page 24
The R box on this page has been updated to the following:
To obtain ML estimates in R, we could use the fitdistr function in the MASS package as
follows:

fitdistr(<data vector>,"exponential")
Or we could define a function to calculate the negative log-likelihood and use the function
nlm to carry out a minimisation of it. This is equivalent to maximising the log-likelihood.

nlm(<negative log likelihood function>, <parameter(s)
starting value(s)>)
So, to fit an exponential distribution to a vector <data vector> with initial estimate of
  0.5 , we could use:

lambda <- 0.5
nfMLE <- function(param){
-sum(log(dexp(<data vector>,param)))
}
nlm(nfMLE,lambda)
The estimates obtained with these two methods may differ. The fitdistr function
calculates the ML estimate analytically for the exponential distribution (as a closed form
expression exists). However, the nlm function uses numerical methods to maximise the
likelihood. The answers may still differ for distributions where the fitdistr function also
has to use numerical methods.
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Section 3.2, page 25
The R box on this page has been updated to the following:
To obtain ML estimates in R, we could use the fitdistr function in the MASS package as
follows:

fitdistr(<data vector>,"gamma")
However, it is better to include the initial estimates obtained from the method of moments.
As the parameters of a gamma distribution need to be positive, it is also a good idea to
include a lower limit greater than 0, to prevent invalid answers). For example:

fitdistr(<data vector>,"gamma", list(shape = <alpha>,
rate = <lambda>), lower = 0.001)
Alternatively, we could define a function to calculate the negative log-likelihood and use the
function nlm on it as before.

Section 3.2, page 26
The following sentence has been added to the start of the section titled ‘The two-parameter
Pareto distribution’:
Since the CDF exists in closed form, it may be possible to fit the Pareto distribution to data
by using the method of percentiles.

The following R box has also been added at the bottom of this page:
To carry out numerical maximum likelihood estimation, we need to define a function to
calculate the negative log-likelihood and use the function nlm on it as before.

Section 3.3, page 30
The R box on this page has been updated to the following:
To carry out numerical maximum likelihood estimation, we need to define a function to
calculate the negative log-likelihood and use the function nlm on it as before.

Chapter 16
Section 2, page 7
The second Core Reading paragraph has been updated to the following:
This tells us that, if we calculate the mean, X , of a set of n values taken from a loss
distribution that has mean  and variance  2 , the distribution of the standardised value,

X 



, can be approximated using the standard normal distribution for large enough n .

n
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Section 2.1, page 8

The first Core Reading paragraph on this page, about halfway down, has been updated to the
following:
If we look at a number of such blocks, we find that these maximum values can be
X  n
standardised in a similar way, ie we can calculate expressions of the form M
that

n

can be approximated by a particular type of distribution for large enough block sizes –
called an extreme value distribution.

Section 2.3, page 10

The first Core Reading paragraph in this section has been updated to the below:
More generally, for a large class of underlying distributions of the data, the distribution of
the standardised maximum values will converge to a distribution called the generalised
n

extreme value (GEV) distribution as n increases, ie lim F  n x  n    H(x) .
n

Section 2.5, page 17

The first sentence in the R box has been updated to the following:
For example, suppose we have monthly claim data stored in a data frame data with the first
column month, representing the number of months since the start of the investigation, and
the second column claim.

Section 3.1, page 20

The first sentence in the R box has been updated to the following:
For example, suppose we have monthly claim data stored in a data frame data with the
column claim.

Section 3.2, page 22

The first paragraph of Core Reading in this section has been updated to the following:
More generally we find that, for a large class of underlying distributions of the data, the
distribution of the threshold exceedances will converge to a generalised Pareto distribution
as the threshold u increases, ie lim Fu ( x )  G( x ) .
u 

Section 4.3, page 29

The Core Reading paragraph at the top of the page has been replaced with the following. (Note
that a new ActEd paragraph has now been added before this Core Reading – see the next section
of this document.)
For the gamma distribution we find that, if   1 (ie it is an exponential distribution), the
hazard rate is constant and equal to  .
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If   1 , the hazard rate is a decreasing function of x , which tends to  from above for
large x . This indicates a lighter tail than the exponential distribution with parameter 
above any fixed threshold x , but the same tail thickness in the limit.
If   1 , the hazard rate is an increasing function of x , which tends to  from below for
large x . This indicates a heavier tail than the exponential distribution with parameter 
above any fixed threshold x , but the same tail thickness in the limit.

Section 4.3, page 30
The first Core Reading sentence on this page has been updated to the below:
For the Pareto distribution, we find that the hazard rate is always a decreasing function
of x , which tends to 0 for large x , confirming that it has a heavy tail.

Section 4.4, page 32
The second Core Reading paragraph has been replaced with the following. (Note that a new
ActEd paragraph has now been added before this Core Reading – see the next section of this
document.)
For the gamma distribution we find that, if   1 (ie it is an exponential distribution), the
mean residual life is constant and equal to 1 .
If   1 , the mean residual life is an increasing function of x , which tends to 1 from below
for large x . This indicates a lighter tail than the exponential distribution with parameter 
above any fixed threshold x , but the same tail thickness in the limit.
If   1 , the mean residual life is a decreasing function of x , which tends to 1 from above
for large x . This indicates a heavier tail than the exponential distribution with parameter 
above any fixed threshold x , but the same tail thickness in the limit.
These conclusions are consistent with those from considering the hazard function.

Section 4.4, page 33
The R box on this page has been updated to the following:
The R code for the survival function of a Weibull distribution with parameters g and
b  c 1 g is given by:

Sy<-function(y,g,b) {(1-pweibull(y,g,b))}
Hence, the mean residual life for x , for pre-specified values of the parameters g and b , is
given by ex as follows:

int<-integrate(Sy,x,Inf,g,b)
ex<-int$value/Sy(x,g,b)
where the second line is equivalent to:

ex<-int$value/(1-pweibull(x,g,b))
We can then plot the graph of ex against x.

The Actuarial Education Company
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Chapter 17
Section 2.3, page 7

The first Core Reading paragraph in this section has been updated to the below:
Two commonly used measures of concordance that are more robust than Pearson’s  and
are invariant are Spearman’s  and Kendall’s  . These are both measures of rank
correlation, in that they are calculated by first ranking the observations of the two variables
in order.

Section 3.2, page 10

The following Core Reading has been added after the last paragraph in this section. (Some ActEd
text has also been added after this paragraph – see the next section of this document.)
So, copulas are alternative representations of joint distribution functions. This means that,
in order to be valid, they must have the required properties satisfied by a valid joint
cumulative distribution function.

Section 3.3, page 10

This section has been removed.
Section 3.5, page 14

The following Core Reading has been added under the box defining the coefficient of upper tail
dependence:
The coefficient of upper tail dependence can take values between 0 (no dependence) and 1
(full dependence).

Section 5.1, page 27

The definition of the Gumbel copula has been updated to include the condition on the
parameter  :






C u, v   exp    ln u     ln v 




1 





for   1

The following has also been added under the definition:
The Gumbel copula has been shown with two variables. It can be extended to include the
desired number of variables required.

Section 5.2, page 29

The definition of the Clayton copula has been updated to include the condition on the
parameter  :





C u , v   max u   v   1,0 
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For   0 this reduces to:





C u, v   u   v   1

1 

The following has also been added below the definition:
The Clayton copula has been shown with two variables. It can be extended to include the
desired number of variables required.

Section 5.3, page 30

The definition of the Frank copula has been updated to include the condition on the parameter
:





 


e  u  1 e  v  1

C u, v    ln 1 
 
e   1

1





for   0





The following has also been added below the definition:
The Frank copula has been shown with two variables. It can be extended to include the
desired number of variables required.

Section 6.1, page 36

The formulae for the bivariate Gaussian copula have been corrected to the following:
C u , v  

1
2 1   2

 1v    1u 














1

exp 
2
 2 1 








 
 
s  t  2  st  ds  dt

 
2

2



This can be simplified further to:

C u ,v  

v

0

 1

 (u )    1(t ) 

dt


2


1



Section 7.1, page 38

The second Core Reading paragraph on this page has been updated to:
Since the tail dependence coefficients depend only on the copula, and not on the absolute
values of the variables X and Y , they are invariant. However, different copulas result in
different levels of tail dependence.
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Chapter 18
Section 1.2, page 10
The last sentence in the R box on this page has been updated to the following:
We can then estimate moments, probabilities and quantiles of the truncated distribution as
before.

Chapter 19
Section 3.4, page 17
The last three paragraphs in the R box on this page have been updated to the following:
However, a better way to check the fit with a normal distribution is to examine a Q-Q plot
using the qqnorm function:

qqnorm(<simulated values>)
or, to check the fit more generally with any model distribution, we can use the qqplot
function to compare the sample data to simulated theoretical values from the fitted
distribution:

qqplot(<simulated theoretical values>,
<simulated compound distribution values>)
Note we have used set.seed(123) so you can obtain the same values as this example.

Chapter 20
Section 2, page 17
The R box on this page has been updated to the following:
Suppose we have n life policies, with the probability of death for each policyholder
contained in the vector q. To simulate a value of S , we can first simulate whether each
policyholder dies (and therefore makes a claim):

deaths <- rbinom(n,1,q)
This gives a vector of length n where each value is either 1 (corresponding to the death of
the policyholder and therefore a claim being made) or 0 (corresponding to no claim). We
can then simulate a claim amount for each policy and store these in the vector claim.
A simulated value of S is then:

S <- sum(deaths*claim)
This process can then be repeated to generate a sample of S .
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With the sample, we can now estimate moments, the coefficient of skewness, probabilities
and quantiles as before.

Section 3.2, page 19

The first paragraph of Example 1 has had the word ‘independent’ added. It now reads:
Suppose that the Poisson parameters of 100 independent policies in a portfolio are not
known but are equally likely to be 0.1 or 0.3 and claims are from a gamma distribution with
parameters   750 and   0.25 .

Section 3.2, page 23

The first sentence in the R box at the top of the page is incorrect. One value of lambda is
generated for each simulation. The sentence has been updated to:
For each of 10,000 simulations, the following R code simulates a value of lambda from the
Gamma (0.1,1) distribution.

Chapter 21
Section 3.2, page 13

The following Core Reading has been added just before Section 3.3:
The answer is yes, provided our existing data set is large enough. However, how do we
actually test the performance of the model on unseen data?

Section 3.3, page 17

The following Core Reading paragraph has been deleted:
So there is a trade-off here, between bias – the lack of fit of the model to the training data –
and variance – the tendency for the estimated parameters to reflect the specific data we use
for training the model.

Section 3.3, page 17

The second Core Reading paragraph in the ‘Cross-validation’ section has been replaced with the
following:
This is the simplest kind of cross-validation. It is sometimes referred to as the holdout
method. The part of the data held for validation corresponds to the validation set in the
train-validation-test approach.
However, it is then not certain which data points will end up in the training and validation
data sets. The results could be very specific to the data used for training the model.
An alternative approach is to take the training data set and divide it into s subsets.
In each iteration, one of the s subsets is kept separate as the validation set whilst the
model is trained on the remaining s  1 subsets. The model is then cross-validated by
testing the trained model on the validation subset.
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This is repeated for a total of s iterations (each subset being used as the validation set
exactly once) and the performance across each of the iterations reviewed. This approach is
known as s-fold cross validation.

Section 3.4, page 17

The first sentence of Core Reading in this section has been deleted.
The second sentence has been updated to the following:
Is there a method that can use all the features to choose the final hypothesis g , but will
prevent it becoming too complex so that generalisation is poor?

Sections 4.1 to 4.4, pages 21 to 26

There have been numerous changes to these pages. Replacement pages are available at the end
of this document.
Section 5.8, page 29

The sentence prior to the formula and the formula have been updated to the following:
This amounts to stating that the difference between the predictive error on the training data
set and the test set, E train ( g )  E test ( g ) , is small, or that:
P  E train (g )  E test (g )     Z

Section 6.3, pages 43 to 46

There have been numerous changes to these pages. Replacement pages are available at the end
of this document.
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Changes to the ActEd material
This section contains all the non-trivial changes to the ActEd text.

Chapter 2
Section 5.3, page 24

The following paragraphs have added on the distribution of a simple random walk:
We can use the Central Limit Theorem to obtain an approximate distribution for X n when n is
sufficiently large. The process is defined as the sum of a set of IID random variables:
n

Xn   Yj
j 1

The Central Limit Theorem implies the following result for a sum of IID random variables:
n

Xn   Y j  N  n  E (Y ), n  var(Y )


for sufficiently large n

j 1

where E (Y ) and var(Y ) represent the mean and variance of each of the Yj random variables.
Calculating these:
E (Y )  (1)  p  (1)  (1  p)  2p  1

E(Y 2 )  (12 )  p  (1)2  (1  p)  1
var(Y )  E(Y 2 )  E(Y )  1  (2p  1)2  4 p(1  p)
2

So, applying the result above, for large enough n :

X n  N  n (2p  1),4np (p  1)

Section 6.2, page 37

The description of periodic and periodic Markov chains has been updated to the following:
So, if the states in an irreducible Markov chain have period d  1 , then we may describe the chain
as periodic with period d .
Similarly, an irreducible Markov chain is aperiodic if all its states are aperiodic. In fact, any
Markov chain that has only aperiodic states is said to be aperiodic, regardless of whether it is
irreducible.
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Summary, page 48

The section on periodicity has been updated to the below:

Periodicity
A state i is said to be periodic with period d  1 if a return to state i is possible only in a number
of steps that is a multiple of d .
A state is said to be aperiodic if it has period d  1 .
If pii(n)  0 for all n , then we let d   .
A Markov chain is said to be aperiodic if all its states are aperiodic.
If a Markov chain is irreducible, all its states have the same period or are all aperiodic.
If the states in an irreducible Markov chain have period d  1 , then we may describe the chain as
periodic with period d .

Chapter 3
Practice question solutions, Solution 3.6, page 41

The solution to part (ii) has been corrected to the below:

qˆx  1  eˆ
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Chapter 12
Section 2.3, page 23

The denominators of the k terms in the derivation of var    are incorrect. The corrected
derivation is as follows:



 



 kt  kt 1  kt 1  kt 2     k2  k1  
n
n
n

var     var  n


tn  1


tn
 k  k  
  var  i i 1 
 tn  1 
i 2
tn

2

i 2

tn  12





2
tn  1

Summary, page 41

The summary of the Lee-Carter model has been updated to the following:
Lee-Carter model

Two-factor stochastic model (age and period):

ln mx ,t  ax  bx kt   x ,t
where:

ax is the general shape of mortality at age x
kt is the effect of time t on mortality
bx is the extent to which mortality is affected by the time trend at age x

bx kt is the effect of time t on mortality at age x

 x ,t is the error term (independently and identically distributed with zero mean and
common variance).
Time series methods are used to model kt .
For data collected over n years, the parameter ax is estimated as follows:

aˆx 

1 n
 ln mˆ x ,t
n t 1
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ˆ x , t  aˆx in order to estimate bx and kt whilst using
SVD can then be applied to the values ln m
n

the constraints

 kt  0 and  bx  1 .

t 1

x

Question 12.2 page 45

In question 12.2 part (c) (ii), the question should ask for the projected value of kt in the year
2038 instead of 2030. The question should read:
Calculate the projected values of kt for t  2023, 2028, 2033 and 2038 , ignoring error terms and
given that kˆ
 0.4 .
2018

Solution 12.2, page 51

In part (c), the value of 0.7 for the time trend component in the year 2033 is an estimate. So, the
equation should be:
kˆ2033  0.7

Solution 12.2, page 52

The fourth paragraph has had some wording added at the start, it now reads:
When the random walk is used to forecast kt , the model assumes that the underlying rate of
mortality change for any given age is constant over time, when there is empirical evidence that
this is not so.

Chapter 14
Page 16

The sentence after the formula given for ̂k incorrectly references rk twice and should be as
follows:
The notation rk is sometimes used instead of ̂k .
Section 3.5, page 28

The sentence just before the section title ‘Counting turning points’ has been deleted and can be
ignored. The sentence is:
Here the Core Reading is using N rather than n to denote the number of recorded values of the
time series.
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Chapter 16
Section 4.3, page 29

The first ActEd paragraph on this page has been removed. The following paragraph has been
added to the top of the page:
In general, we may think of an increasing hazard function corresponding to a lighter tail and a
decreasing hazard function corresponding to a heavier tail. However, when comparing the tail
weight of two specific distributions, it is also important to consider how the hazard rate decreases
or increases. The next Core Reading example illustrates this point.
Section 4.3, page 29

The final expression for the first hazard function shown under the graph is incorrect. It should be:
0.2
5
1
x

Section 4.4, page 31

The following has been added to the end of the solution for part (ii):
Moreover, the Pareto mean residual life tends to  as x   , ie:

x

x    1

lim e(x)  lim

x 

This means, for any Pareto distribution, the mean residual life will eventually be above the
(constant) mean residual life of any exponential distribution. Therefore, all Pareto distributions
have a heavier tail than all exponential distributions
Section 4.4, page 32

The following paragraph has been added after the first Core Reading paragraph:
In general, we may think of a decreasing mean residual life function corresponding to a lighter tail
and an increasing mean residual life function corresponding to a heavier tail. However, when
comparing the tail weight of two specific distributions, it is also important to consider how the
mean residual life decreases or increases. The next Core Reading example illustrates this point.
Section 4.4, page 33

The following paragraph has been added just above the R box on this page:
As the mean residual life for a Pareto distribution tends to  , all Pareto distributions have a
heavier tail than all exponential distributions. We derived this result in the previous question.
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Summary, page 37

The summaries of the hazard rate and mean residual life have been updated to the following:



the hazard rate
An increasing (decreasing) hazard rate, h(x) 

–

f (x)
, corresponds to a lighter
1  F ( x)

(heavier) tail in general.
–



When comparing two specific distributions, we need to consider how the hazard
rates increase or decrease.

the mean residual life


 1  F(y) dy , corresponds
An increasing (decreasing) mean residual life, e(x)  x

–

1  F ( x)

to a heavier (lighter) tail in general.
–

When comparing two specific distributions, we need to consider how the mean
residual life functions increase or decrease.

Practice questions, Question 16.6

This question has been updated to:
16.6

(i)

Determine the hazard rate for the Weibull distribution with parameters c  0 and   0 .

(ii)

Determine the hazard rate for the Exp( ) distribution.

(iii)

Comment on how the behaviour of the hazard rates in parts (i) and (ii) relate to the tail
weights of the distributions.

Practice solutions, Solution 16.6

This solution has been updated to the following:
16.6

(i)

Hazard rate for the Weibull distribution

The hazard rate for the W (c ,  ) distribution is:

h(x) 



f (x)
1  F (x)
c x 1ecx
ecx





 c x 1
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Hazard rate for the exponential distribution

The hazard rate for the Exp( ) distribution is:
h(x) 



f (x)
1  F (x)

e  x
e  x



(iii)

Comment on behaviour

The hazard rate for the Exp( ) distribution is constant for all x .
The behaviour of the hazard rate for the W (c ,  ) distribution depends on the value of the
parameter  .
If   1 , then the hazard rate is an increasing function of x that tends to infinity as x tends to
infinity. So, for any value of  , the hazard rate for the W (c ,  ) distribution will eventually be
above the constant hazard of the Exp( ) distribution. Therefore, for   1 , the W (c ,  )
distribution has a lighter tail than any exponential distribution.
On the other hand, if 0    1 , then the hazard rate is a decreasing function of x that tends to 0
as x tends to infinity. So, for any value of  , the hazard rate for the W (c ,  ) distribution will
eventually be below the constant hazard of the Exp( ) distribution. Therefore, for 0    1 , the
W (c ,  ) distribution has a heavier tail than any exponential distribution.
If   1 , then the W (c ,  ) distribution is the same as the Exp(c) , which has a constant hazard
equal to c . If c   , then the Exp(c) distribution has a heavier tail than the Exp( ) distribution.
If c   , then the Exp(c) distribution has a lighter tail than the Exp( ) distribution.

Chapter 17
Section 3.2, page 10

The following has been added at the end of this section:
For example, we can represent some of the properties of bivariate joint distribution functions
using copulas as follows:



C XY u, v  must take a value between 0 and 1 (as mentioned above)



FX ,Y  x ,    FX  x  so C XY u,1  u  FX  x 



FX ,Y  , y   FY  y  so C XY 1, v   v  FY  y 



FX ,Y  x ,    FX ,Y  , y   0 so C XY u,0  C XY  0, v   0



FX ,Y  x , y  is non-decreasing in x and y so C XY u, v  is non-decreasing in u and v .
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Section 3.3, page 10

This section has been removed.
Summary, page 43

The section on the three properties of copulas has been removed.
Practice questions, question 17.1

This question has been removed.
Practice questions, solution 17.1

This solution has been removed.

Chapter 21
Section 3.2, page 12

The following paragraphs have been added prior to the question on this page:
The area under the curve is known as the AUC. In the previous figure, the AUC for the naïve
model is the area of the lower right triangle, which is 0.5. For the logistic regression model, the
AUC is 0.83. The area of the whole rectangle is 1 (representing the best possible AUC for an ROC
curve). So, a model that has some predictive power over just random guessing will have an AUC
between 0.5 and 1.
However, the AUC can sometimes be misleading. It is a single metric that describes model
performance for a range of thresholds, which may not always be an appropriate measure. For
example, say that the treatment for the condition in the example above is incredibly invasive,
whilst the condition itself is not particularly serious. It may be desirable to keep the false positive
rate fairly low (to avoid giving the treatment to people that don’t need it). For example, suppose
that a false positive rate below 5% is desired. In this case, a model that has strictly higher true
positive rates for false positive rates below 5% should be preferred, even if it has a lower overall
AUC.
Section 3.2, page 13

The last ActEd sentence in this section, just before Section 3.3, has been deleted.
Section 3.3, page 15

The ActEd paragraph on graduation has been updated to the following:
If we are graduating mortality data using a Gompertz-Makeham formula  x  p1 (t)  exp[ p2 (t)] ,
where p1 (t) 

r 1

 ak t k

k 0

and p2 (t) 

s 1

 bk t k

are polynomial functions, we need to decide on the

k 0

values to use for r and s , which determine the order of the two polynomials ( r  1 and s  1 ).
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This form of the Gompertz-Makeham family of curves is the one used most widely. However, it
does not match the form given on page 32 of the Tables.
Section 3.3, page 17
The ActEd text on Cross-validation has been replaced with the following:
The advantage of this method is that all observations are used for both training and validation,
and each observation is used for validation exactly once.
Section 3.4, page 17
The following ActEd text has been added before the Core Reading sentence that begins ‘There is,
and it is called…’

Here, the Core Reading is asking whether we can find a balance between fitting a model with too
few parameters, that may miss important relationships in the data, and fitting one with too many
parameters, that may too closely match the idiosyncrasies of the training data.
Section 4, page 19
The lightbulb box on this page has been updated to the following:

Branches of machine learning
With supervised learning, the algorithm is given a target output for each data point that it aims to
predict, ie the data have labels.
With unsupervised learning, the algorithm aims to identify patterns in a dataset, without being
given a specific target, ie the data are unlabelled.
With semi-supervised learning, the algorithm uses a combination of labelled and unlabelled data.
With reinforcement learning, the algorithm aims to improve its performance through trial and
error, using a rewards (or penalties) approach.
In the diagram, the text in the box above SEMI-SUPERVISED LEARNING has been updated to:
Mixture of labelled and unlabelled data.
Section 5.8, page 29
In the last paragraph on this page, the following sentence should not be there and should be
ignored:
This is the same type of inequality that we saw in Section Error! Reference source not found.

The Actuarial Education Company
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Section 6.1, page 31

The solution on this page has been updated to the following:
Suppose that two of the variables that a motor insurer uses to determine premiums for its
policyholders are ‘purchase price’ and ‘age of car’. It’s possible that these two variables are
somewhat correlated, as the purchase price of the car generally decreases with age.
A model that includes both of these variables may produce unreliable estimates of the
parameters, with large estimated variances of the estimators. A model that only includes one or
the other of these variables may be more stable and perform better.
Section 7.1, page 50

The comment has been replaced with the following:
It is worth reiterating that the k -means algorithm is an unsupervised learning technique. When
doing unsupervised learning, we generally don’t have labels for the data points . However,
because we do have that information here (the sport played by each individual), we could
compare the clusters to the actual sports. We can see that:


the jockeys and cyclists happen to be in Group 1 (squares)



the basketball players happen to be in Group 2 (circles)



the rugby players happen to be in Group 3 (triangles)



the footballers and tennis players are spread across the three groups.

So, with k  3 , the algorithm has separated out the sportsmen with more extreme characteristics
(eg the very tall basketball players), but did not separate out the footballers and tennis players,
who have quite similar characteristics.
We can try repeating the algorithm with a different number of clusters, though it is not
necessarily straightforward to decide on the number to use. We can sometimes be informed by
prior knowledge of the data. Let’s try k  6 clusters (since there were six sports). We’ve used the
lighter coloured markers for the three extra groups in the following graphs.
Section 7.1, page 53

The paragraphs above the table have been replaced with the following:
As mentioned above, when doing unsupervised learning in practice, we don’t generally have
labels for the data points. However, we do have that information here (the sport played by each
individual) and we can see that:


the jockeys make up Group 4



the cyclists make up Group 5



the basketball players make up Group 2



the rugby players make up Group 1



footballers and tennis players make up Groups 3 and 6 (both types of athletes appear in
both groups).
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Section 7.2, page 54

The paragraph on principal components analysis has been replaced with the following:
Principal components analysis is a technique that can be used to reduce the dimensionality of a
data set. Given a data set containing n variables, PCA represents the data using a different set of
n variables (components) that are uncorrelated linear combinations of the original. If the
required assumptions are met, these components are constructed in such a way that the full data
set can be reasonably accurately represented using only a subset of these new components. In
order to choose how many components are retained, we can keep as many as necessary to
‘explain’ a desired proportion of the total variance within the data set. For example, we may wish
to retain the smallest number of components, c  n , that explain at least 90% of the variation in
the original data set.
This can be a useful tool in machine learning, where data sets can be extremely large and
therefore computationally expensive.
Summary, page 57

The part on the different branches on machine learning has been updated to the following:

Branches of machine learning
Machine learning algorithms can be divided into:


supervised learning, where the algorithm is given a target output for each data point that
it aims to predict, ie the data are labelled



unsupervised learning, where the algorithm aims to identify patterns in the dataset,
without being given a specific target, ie the data are unlabelled



semi-supervised learning, where the algorithm uses a combination of labelled and
unlabelled data



reinforcement learning, where the algorithm aims to improve its performance through
repeated use.

Summary, page 58

The following summary section on generalisation error should not be there and can be ignored:
Generalisation error

An upper bound can be determined for the magnitude of out-of-sample errors. This shows that,
with a large enough training set, the out-of-sample error can be made as small as desired.
Summary, page 59

The following sentence in the validation and over-fitting section has been deleted:
Validation and over-fitting

Machine learning involves a trade-off between bias and variance.
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Summary, page 59

The following text in the ‘Stages of analysis in machine learning’ section has been deleted:
There is a trade-off here between:


bias, ie the lack of fit of the model to the training data, and



variance, ie the tendency for the estimated parameters to reflect the specific data we use
for training the model.

Summary, page 61

The second half of the summary on the Gini index has been updated to the following:
The Gini index for a proposed split is:
G

nnode
nodes n



m

2
 1   pk 
 k 1 

where the sum is taken over all the nodes involved in the split and nnode is the number of items in
each child node of the split we are currently evaluating.
This can be compared for many different proposed split points. When using greedy splitting, the
split point with the lowest Gini index is chosen.
Questions, pages 66 and 67

Questions 21.6 and 21.7 have been updated. Replacement pages are available at the end of this
document.
Questions, pages 75 to 78

Solutions 21.6 and 21.7 have been updated. Replacement pages are available at the end of this
document.
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Changes to the X Assignments
Overall
Some of the questions have been modified slightly to bring them into line with the style used by
the IFoA. Other minor wording changes were also made. See 2021 versions for new wording.
More significant changes are listed below.

Assignment X1
Solution 1.2

The solution to part (i) has been updated to the following:
(i)

Meaning of periodic

A state in a Markov chain is periodic with period d  1 if d is the largest integer such that a
return to that state is possible only in a number of steps that is a multiple of d .

[1]

If d  1 , then the state is aperiodic.
An irreducible Markov chain has period d if all the states in the chain have period d .

[1]
[Total 2]

Solution 1.8

The main solution to part (iv)(a) has been updated to the following:
(iv)(a) Expected number of quarters until rating changes
If   0.1 , then 1  2   2  1  0.2  0.01  0.79 . So the probability that Company XYZ is rated B
in Quarter 2 is 0.79 and the probability that its rating changes at the end of the first quarter is
0.21.
[1]
Let m be the expected number of quarters until the rating changes. Then:

m  1  0.21  1  m   0.79

[2]

This equation is constructed by considering what happens after the first quarter. One possibility is
that the rating changes after the first quarter, which happens with probability 0.21 . The other
possibility is that the rating stays the same, which happens with probability 0.79 . The total
expected number of quarters until a rating change (including the first quarter) is then 1  m  .
Rearranging this equation, we get:

m  0.79m  1
 m

1
1

 4.76
1  0.79 0.21

The Actuarial Education Company

[1]

© IFE: 2021 Examinations

Page 38

CS2: CMP Upgrade 2020/21

The following alternative solution has also been added to this part:
Another way to write the infinite sum is as follows:

1  2  0.79  3  0.792  4  0.793    1  0.79  0.792  0.793  
 0.79  0.792  0.793  
 0.792  0.793  

Each line on the RHS of the equation immediately above is the sum to infinity of a geometric
a
where a denotes the first term and r denotes the common
progression. Using the formula
1r
ratio, we see that:

1  2  0.79  3  0.792  4  0.793   

1
0.79
0.792



1  0.79 1  0.79 1  0.79





1
1  0.79  0.792  
0.21



1  1 
0.21  1  0.79 





1
0.212

as before.

[1]

Assignment X2
Solution 2.3

The final survival function expressions given for the Weibull and Exponential distributions in
part (iii) are incorrect. They are each missing a t in the exponent and should be as follows:





Weibull:

S X  t   exp  t   e  t when   1

Exponential:

SX  t   et
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Question 2.10

Part (iv) has been updated. A paragraph has also been added before part (iv). This part now
reads:
Before the clinical trial, a medical expert estimated that the proportion of patients surviving at
least 10 months would be 90%.
(iv)

Comment on the statement that fewer than 90% of patients survive for 10 months or
more after having the operation.
[2]

Solution 2.10

The solution to part (iv) has been updated to the following:
(iv)

Comment

We only observed three of the 10 patients survive at least 10 months, which is 30%.

[½]

However, some of the patients were censored before the first 10 months after the operation, so
we don’t know if they survived the full period.
[½]
Indeed, the Nelson-Aalen estimate of the probability of survival to 10 months is actually:
Sˆ 10   0.57695

This is much lower than 90%.

[½]

However, we have a very small sample size. The ten patients observed may not be representative
of the overall population.
[½]
We can assess the comment statistically by testing the following hypotheses:

H0 : S 10   0.9
H1 : S 10   0.9

[½]

As the confidence interval constructed in (iii) contains the value 0.9, there is insufficient evidence
(at the 2.5% significance level) to reject the hypothesis that 90% of patients survive for 10 months
or more after the operation.
[1]
[Maximum 2]
The significance level here is 2.5% because the 95% confidence interval in part (iii) has 2.5% in
each tail. The hypothesis here refers to ‘fewer than 90%’, which is one-sided.
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Assignment X3
Question 3.7

The wording in the description of the Lee-Carter model at the start of the question has been
updated to the following:
The following Lee-Carter mortality projection model has been fitted to some historical data:

ln mx ,t  ax  bx kt  ex ,t
where:


mx ,t is the central mortality rate at age x in Year t



ax describes the general shape of mortality at age x



kt is the effect of time t on mortality



bx is the extent to which mortality is affected by the time trend at age x



e x ,t is the error term (independently and identically normally distributed with zero mean
and common variance).

Solution 3.10

The sentence underneath the formula in the solution to part (iii)(a) has been updated to the
following:
where w x are suitable weights. One possibility is to use weights that are inversely proportional
[1]
to the variance of the estimator  x .

Assignment X4
Question 4.5

The command verb for part (ii) has been updated from ‘state’ to ‘suggest’.
Solution 4.5

The solution for part (ii) has been updated to the following:
An AR(2) process ( zt  1 zt 1  2 zt 2   t ) could be an appropriate time series.

[1]

This is because the SPACF appears to cut off after lag 2.

[½]

Also, the SACF appears to decay to 0 (although we can’t be sure from the diagram as it only goes
up to lag 8). This is consistent with an autoregressive process.
[½]
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Solution 4.10

The final sentence of part (ii) is incorrect and has been updated. The mark allocation has also
changed. The solution for part (ii) now reads:
(ii)

Comparison with exponential distribution

By the memoryless property of the exponential distribution, the mean residual life of Exp() is:

E( X ) 

1



So the mean residual life of Exp(1) is 1.

[1]

This can also be obtained as follows:




y
 1  F (y) dy  e dy

e(x)  x

1  F (x)

 x x
e



 e  y 
x

x 0  e


1
e x
e x

[1]

The mean residual life of Gamma(2,1) is:

e(x) 

x 2
1
1
x 1
x 1

This is a decreasing function of x , whereas the mean residual lifetime of Exp(1) is a constant. [½]
However, the mean residual lifetime of the Gamma  2,1  distribution is always higher than that
of the Exp 1  distribution.

[½]

So, the Gamma  2,1  distribution has the heavier tail.

[1]
[Total 3]

Although the mean residual lifetime for the Gamma  2,1  distribution decreases, it does so
asymptotically down towards 1. Therefore, the mean residual lifetime for the Gamma  2,1 
distribution is always higher than that of the Exp 1  distribution.
This result can also be shown by considering the limiting density ratio:
Let X  Gamma  2,1  and Y  Exp 1  . Then:

f x
xe  x
lim X
 lim
 lim x  
x  fY  x  x  e  x
x 
This indicates that the Gamma  2,1  distribution has the heavier tail.
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Solution 4.12

The penultimate sentence in the solution to part (iii)(c) has been updated to the following:
Since all the values lie within this confidence interval, the residuals appear to be consistent with
white noise.
[½]

Assignment X5
Solution 5.6

The sentence at the bottom of the first page of the solutions for this question has been updated
to the following:
Since  (0)   , the pseudo-inverse function is the same as the inverse:
1
   (s)  (s  1)1

[1]

Solution 5.10

The first formula in part (iii) has been updated to the following:
We have:
skew(I)  E (I  E (I))3 


2
3
 E I 3  3I 2E (I)  3I E (I)  E (I) 



 E (I 3 )  3E (I2 )E (I)  3E (I)E (I)  E (I)
2

3

 E (I 3 )  3E (I2 )E (I)  2 E (I)

3

 q  3q2  2q3
 q(1  q)(1  2q)
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Other tuition services
In addition to the CMP you might find the following services helpful with your study.

5.1

Study material
We also offer the following study material in Subject CS2:


Flashcards



Revision Notes



ASET (ActEd Solutions with Exam Technique) and Mini-ASET



Mock Exam and AMP (Additional Mock Pack).

For further details on ActEd’s study materials, please refer to the 2021 Student Brochure, which is
available from the ActEd website at www.ActEd.co.uk.

5.2

Tutorials
We offer the following (face-to-face and/or online) tutorials in Subject CS2:


a set of Regular Tutorials (lasting five full days)



a Block (or Split Block) Tutorial (lasting five full days)



a Paper B preparation day



a 6-day Bundle (a Regular or Block Tutorial combined with a Paper B preparation day)



an Online Classroom.

For further details on ActEd’s tutorials, please refer to our latest Tuition Bulletin, which is available
from the ActEd website at www.ActEd.co.uk.

5.3

Marking
You can have your attempts at any of our assignments or mock exams marked by ActEd. When
marking your scripts, we aim to provide specific advice to improve your chances of success in the
exam and to return your scripts as quickly as possible.
For further details on ActEd’s marking services, please refer to the 2021 Student Brochure, which
is available from the ActEd website at www.ActEd.co.uk.
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Feedback on the study material
ActEd is always pleased to get feedback from students about any aspect of our study
programmes. Please let us know if you have any specific comments (eg about certain sections of
the notes or particular questions) or general suggestions about how we can improve the study
material. We will incorporate as many of your suggestions as we can when we update the course
material each year.
If you have any comments on this course please send them by email to CS2@bpp.com.
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The Lee-Carter model
One of the most widely used models is that developed by Lee and Carter in the early 1990s.
The Lee-Carter model has two factors, age and period, and may be written as follows:

Lee-Carter model
ln m x ,t  a x  b x kt   x ,t

where:



mx ,t is the central mortality rate at age x in year t



a x describes the general shape of mortality at age x



bx measures the change in the rates in response to an underlying time trend in the
level of mortality kt



kt reflects the effect of the time trend on mortality at time t , and



 x ,t are independently distributed normal random variables with means of zero and
some variance to be estimated.

As written above, the Lee-Carter model is not ‘identifiable’. To obtain unique estimates of
the parameters a x , bx , and k t constraints need to be imposed.

Constraints imposed in the Lee-Carter model
The usual constraints are that

 bx
x

 1 and

 kt

0.

t

For example, without these constraints, there would be an infinite number of combinations of bx
and kt values that could be fitted to the same set of observed data values.
If we assume that mortality is improving with time (something that cannot, however, be taken as
a given), then the time trend factor kt would reduce with increasing time t .
b x is the relative impact that the time trend has on mortality rates for a given age

x . Evidence

generally suggests that the time trend is less apparent at older ages, so we would therefore
assume that the absolute value of bx reduces with increasing age x .
To understand how these factors contribute to the overall mortality rate in this model, let’s look
at an example.
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Question
In a Lee-Carter model, the function kt is decreasing over time. At ages below 68 the bx values
are positive, and at older ages the bx values are negative (while satisfying the overall constraint
that

 bx  1 .)
x

Explain how the time trend in mortality rates in the model differs between the two age ranges.

Solution
As kt is a decreasing function of t , a positive value of bx means that bx kt is also a decreasing
function of t . So the model predicts that mortality rates will reduce over time at ages below 68.
Conversely, a negative value of bx means that bx kt is an increasing function of t . So the model
predicts that mortality rates will increase over time at ages 68 and above.

Estimation of the parameters in the Lee-Carter model
There are several approaches to estimating the Lee-Carter model:



The original approach of Lee and Carter first estimated the a x as the time-averaged
logarithms of mortality at each age x .

Lee and Carter estimated the parameters using least squares. Consider the sum of the
squared error terms when fitting the Lee-Carter model to a set of estimated mortality
ˆ x ,t :
rates, m

  x2,t   ln mˆ x ,t   ax  bx kt 

2

t

x

t

x

Taking the derivative of this expression with respect to a x and equating it to 0 gives:

 ax ln mˆ x ,t   bx  kt
t

t

t

It is worth pointing out that the sum is now only over the time periods, t , as the
parameter a x only appears in the terms relating to age x .
We now use the constraint that

 kt  0 and assume that the equation relates to a
t

minimum of the squared error terms. This gives the least squares estimate as:

aˆx 



1
ln mˆ x ,t
n t



where n is the number of historic time periods over which mortality has been observed.
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ˆ x ,t over the historic time period for
So, the estimate of a x is the average value of ln m
which we have observed mortality data for a given age x .
They then used singular value decomposition of the matrix of centred age profiles of
ˆ x ,t  aˆ x to estimate the bx and kt . (Singular value decomposition
mortality ln m
(SVD) is a way of decomposing a matrix into three component matrices, two of
which are orthogonal and one diagonal.)

SVD is similar to principal components analysis, which is covered in Subject CS1, but the
details of this are not needed for the CS2 exam.
From the formula for the Lee-Carter model:
ln  m x ,t   a x  bx kt   x , t

So the idea of the above process is to find the ‘best’ (in terms of least squares estimation)
combination of bx and kt values that fit the values:

ˆ x ,t   aˆx  ln  m
ˆ x ,t  
ln  m

1 n
 ln mˆ x ,t
n t 1





In selecting these estimates, the required constraints

 bx  1 and  kt  0 are imposed.
x



t

Alternatively, the Lee-Carter model can be fitted using the method of maximum
likelihood subject to constraints (Macdonald et al, 2018). This estimation approach
can be carried out using the gnm package in R. The estimated parameters from the
gnm package do not satisfy the constraints that

 bx
x

 1 and

 kt

 0 . However, a

t

simple adjustment of the estimates produced by the gnm function will recover
estimates of a x , bx , and k t which do satisfy these constraints.

Once we have the parameter estimates of ax , bx , and kt , we can calculate the fitted values for
the historic period under the Lee-Carter model as follows:

ˆ ˆ
ˆ LC
m
x , t  exp  aˆ x  bx kt 
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ˆ ˆ
ˆ LC
ln m
x , t  aˆ x  bx kt
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Example of parameter estimation
The table below shows the estimates of mx , t derived from mortality data observed over calendar
years 2010 to 2014 for ages 60 to 65:

ˆ x ,t
m

x

t

60

61

62

63

64

65

2010

0.01300

0.01500

0.01750

0.01960

0.02100

0.02400

2011

0.01272

0.01468

0.01729

0.01933

0.02088

0.02370

2012

0.01248

0.01466

0.01728

0.01925

0.02070

0.02361

2013

0.01241

0.01459

0.01713

0.01911

0.02057

0.02361

2014

0.01240

0.01450

0.01704

0.01907

0.02050

0.02354

The first step in the parameter estimation is to calculate the natural logarithms of each of these
values:



ˆ x ,t
ln m



x

t

60

61

62

63

64

65

2010

–4.34281

–4.19971

–4.04555

–3.93223

–3.86323

–3.72970

2011

–4.36458

–4.22127

–4.05763

–3.94610

–3.86896

–3.74228

2012

–4.38363

–4.22263

–4.05821

–3.95024

–3.87762

–3.74608

2013

–4.38925

–4.22742

–4.06692

–3.95754

–3.88392

–3.74608

2014

–4.39006

–4.23361

–4.07219

–3.95964

–3.88733

–3.74905

We can now estimate the value of a x for x  60,61,...,65 , using the formula given previously:

aˆx 

1 n
 ln mˆ x ,t
n t 1





For example, â60 is calculated as:

aˆ60 

1
 4.34281  (4.36458)  (4.38363)  (4.38925)  (4.39006)  4.37407
5
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The estimated values of ax are as follows:
x

aˆ x

60

–4.37407

61

–4.22093

62

–4.06010

63

–3.94915

64

–3.87621

65

–3.74264

To estimate the values of kt and bx , we can again consider the sum of the squared error terms,
as we did when deriving the formula for aˆx :

  x2,t   ln mˆ x ,t   ax  bx kt 

2

t

x

t

x

Minimising this with respect to both bx and kt gives the following equations:

 kˆt ln  mˆ x ,t   aˆx 

bˆx  t

(1)

 kˆt2
t

 bˆx ln  mˆ x ,t   aˆx 

kˆt  x

(2)



bˆx2

x

These are not straightforward to solve. As discussed previously, SVD can be used to find a



ˆ x ,t
solution. Alternatively, we can approximate the estimates by considering the sum of ln m



over age:

ln mˆ x ,t    ax  kt  bx    x ,t
x

x

x

Using the constraint imposed that

x

 bx  1 and ignoring the error terms, we can estimate kt

as

x

the sum of the ‘centred’ log mortality rates for that time period:





   

ˆ x ,t   aˆx   ln m
ˆ x ,t  aˆx
kˆt   ln m
x

The Actuarial Education Company
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Ignoring the error terms effectively assumes that

 x ,t

 0 , which won’t necessarily be the

x

case. However, this approach gives an approximate solution to equations (1) and (2). Once we
have the estimates of kt , we can then use equation (1) to obtain estimates for bx .
This leads to the following estimates:
t

kˆt

2010

0.10987

2011

0.02228

2012

–0.01532

2013

–0.04805

2014

–0.06878

x

bˆx

60

0.28334

61

0.17811

62

0.14029

63

0.15467

64

0.13830

65

0.10528

The values of bˆx in the table don’t sum exactly to 1 due to rounding. The unrounded values have
been used in the subsequent calculations. Using these estimates along with the values of aˆx from

ˆ LC
earlier to calculate the fitted values based on the model, m
x ,t , we get:
ˆ LC
m
x ,t

x

t

60

61

62

63

64

65

2010

0.01300

0.01498

0.01752

0.01960

0.02105

0.02397

2011

0.01268

0.01474

0.01730

0.01934

0.02079

0.02375

2012

0.01255

0.01465

0.01721

0.01923

0.02069

0.02365

2013

0.01243

0.01456

0.01713

0.01913

0.02059

0.02357

2014

0.01236

0.01451

0.01708

0.01907

0.02053

0.02352

ˆ LC
For example, m
62,2013 is calculated as:





ˆ ˆ
ˆ LC
m
62,2013  exp aˆ62  b62 k2013  exp  4.06010  0.14029   0.04805   0.01713

© IFE: 2021 Examinations

The Actuarial Education Company

CS2-14: Time series 2

1

Page 3

Compensating for trend and seasonality
All the methods which we shall investigate in Sections 3 and 4 apply only to a time series
which has the appearance of stationarity. In this section, therefore, we deal with possible
sources of non-stationarity and how to compensate for them.
A simple time series plot in R can be generated as:
ts.plot(x)
where x is a vector of time series data.
Note that plot(x) can also be used to plot the time series x .
Lack of stationarity may be caused by the presence of deterministic effects in the quantity
being observed. Monthly sales figures for a company which is expanding rapidly would be
expected to show a steady underlying increase, possibly linear or perhaps even
exponential. A company which sells greetings cards will find that the sales in some months
of the year will be much higher than in others. In both cases there is an underlying
deterministic pattern and some (possibly stationary) random variation on top of that. In
order to predict sales figures in future months, it is necessary to extrapolate the
deterministic trends as well as to analyse the stationary random variation.
A further cause of non-stationarity may be that the process observed is the integrated
version of a more fundamental process; in these cases, differencing the observed time
series may produce a series which is more likely to be a realisation of some stationary
process.

In summary, we have identified three possible causes of non-stationarity:
1.

a deterministic trend (eg exponential or linear growth)

2.

a deterministic cycle (eg seasonal effect)

3.

the time series is integrated.

It is worth pointing out that this list is not exhaustive. For example, the first two causes are just
specific cases of general deterministic behaviour. In theory, this could take many different forms,
but trends and cycles are the most likely to be met in practice.
The items on the list are not mutually exclusive either. Consider a simple random walk with
probability 0.6 of stepping up, and 0.4 of stepping down. This can be represented by the
equation:
X n  Xn1  Zn

where:
 1
Zn  
 1

with probability 0.6
with probability 0.4

together with the condition that X0  0 .
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This process is I (1) since the first difference is stationary, but the process itself is not.
On the other hand, the process also has a increasing deterministic trend:
E[ X n ]  E[ Z1  Z2    Z n ]  E [ Z1 ]  E[ Z2 ]    E[ Z n ]  0.2n

We consider in the following sections how to detect and remove such causes of non-stationarity.

1.1

Detecting non-stationary series
The most useful tools in identifying non-stationarity are the simplest: a plot of the series
against t , and the sample ACF.

The sample ACF is an estimate of the ACF based on sample data. It is defined in Section 2.1.
Plotting the series will highlight any obvious trends in the mean and will show up any cyclic
variation which could also form evidence of non-stationarity. This should always be the
first step in any practical time series analysis.
The R code below uses the ts.plot function:

(It also assumes we have a list of FTSE100 data values.)
ts.plot(log(FTSE100$Price), main = "Log of Successive FTSE100
Closing Values; Jan 2019 to Mar 2020", ylab = "Log of FTSE100
Index Closing Values")
points(log(FTSE100$Price), cex = .4)
and generates Figure 14.1, which shows the time series of the logs of successive closing
values of FTSE100 index between 1 Jan 2019 and 31 March 2020. Note that R provides an
appropriate default axis label for the x -axis in this example and so a label does not need to
be explicitly set in the R code.
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Figure 14.1: Successive closing values of the FTSE100 index from Jan 2019 – Mar 2020;
log-transformed
The corresponding sample ACF and sample PACF are produced using:
par(mfrow=c(1,2))
acf(log(FTSE100$Price), main = "Sample ACF of Log(FTSE100) data",
ylab = "Sample ACF")
pacf(log(FTSE100$Price), main = "Sample Partial ACF of Log(FTSE100)
data", ylab = "Sample PACF")
These are shown in Figure 14.2 below.
Note that R provides appropriate default axis labels for the x -axes in this example and so
labels do not need to be explicitly set in the R code.
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Figure 14.2: Sample ACF and sample PACF of the log(FTSE100) data; dotted lines indicate
cut-offs for significance if data came from some white noise process.
The sample ACF should, in the case of a stationary time series, ultimately converge towards
zero exponentially fast, as for AR(1) where

s   s .

The function  s   s , s  0,1,2,... has exponential decay if | | 1 as this is a power function
whose values are:
1,  ,  2 ,  3 , …
and this sequence tends to 0 as the power s tends to  .
If the sample ACF decreases slowly but steadily from a value near 1, we would conclude
that the data need to be differenced before fitting the model. If the sample ACF exhibits a
periodic oscillation, however, it would be reasonable to conclude that there is some
underlying cause of the variation.
Figure 14.2 shows the sample ACF of a time series which is clearly non-stationary as the
values decrease in some linear fashion; differencing is therefore required before fitting a
stationary model.
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See, for example, the change of ACF and PACF for the differenced data:
differenced_data <- diff(log(FTSE100$Price))
layout(matrix(c(1,1,2,3), 2, 2, byrow = TRUE))
ts.plot(differenced_data, main = "Differenced Log of FTSE100
Closing Values", ylab = "Differenced Log of FTSE100 Closing
Values")
points(differenced_data,cex=.4)
acf(differenced_data, main = "Sample ACF of Differenced
Log(FTSE100) data", ylab = "Sample ACF")
pacf(differenced_data, main = "Sample Partial ACF of Differenced
Log(FTSE100) data", ylab = "Sample PACF")
Note, as in the graphs above, R provides appropriate default axis labels for the x -axes in
this example and so labels do not need to be explicitly set in the R code.

Figure 14.3: Data plot, sample ACF and sample PACF of સln(FTSE100).
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The ACF for a stationary ARMA(p, q) process decays fairly rapidly. For example, we have seen
that the ACF of a moving average process cuts off sharply, and the ACF of an AR (1) process has
exponential decay:   k    . In theory, this could still actually lead to a slow decay if the
k

values of p and/or q were high, (eg the autocorrelation of an MA(100) process wouldn’t cut off
until lag 100), but in practice the parameter values will be fairly small. If many parameters are
used then the resulting model may give a good fit to the sample data, but it is unlikely to be useful
for forecasting. A fairly slow decay of the sample autocorrelation function is therefore more likely
to be interpreted as an indication that the time series needs to be differenced before being
modelled.
If the sample autocorrelation function oscillates without decaying rapidly, as we will see in the
hotel example in Section 1.4, then we might conclude that there is an underlying deterministic
cycle. This would have to be removed before fitting a model to the residuals.
We now look at two methods for removing a linear trend.

1.2

Least squares trend removal
The simplest way to remove a linear trend is by ordinary least squares. This is equivalent to
fitting the model:
xt  a  bt  y t

where a and b are constants and y is a zero-mean stationary process. The parameters a
and b can be estimated by linear regression prior to fitting a stationary model to the
residuals yt .

The formulae for estimating a and b are given on page 24 of the Tables.
We can use the following R code to fit a linear trend to the Log(FTSE100) data:
leastsquaresmodel <- lm(log(FTSE100$Price)~FTSE100$Time)

We can then add the fitted line to a plot of the Log(FTSE100) data (shown in Figure 14.1) using the
abline() function as follows:
ts.plot(log(FTSE100$Price), main="Log of Successive FTSE100
Index Closing Values; Jan 2019 to Mar 2020", ylab="Log of FTSE100
Index Closing Values")
points(log(FTSE100$Price),cex=.4)
abline(leastsquaresmodel)
Note, as in the graphs above, R provides an appropriate default axis label for the x -axis
and so a label does not need to be explicitly set in the R code.
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Figure 14.4: Linear trend fitted to Log (FTSE100) data.
The coefficients of the linear model are given by:
leastsquaresmodel$coefficients
(Intercept)

FTSE100$Time

8.9060197100

-0.0001745522

To check if the remaining residuals are stationary, we can plot the residuals and the sample
ACF of the residuals as follows:
par(mfrow=c(1,2))
ts.plot(leastsquaresmodel$res, main = "Residuals in the
Log(FTSE100) data", ylab = "Residuals")
acf(leastsquaresmodel$res, main = "Sample ACF of Residuals",
ylab = "Sample ACF")
Note, as in the graphs above, R provides appropriate default axis labels for the x -axes and
so labels do not need to be explicitly set in the R code.
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Figure 14.5: Residuals and sample ACF of residuals after linear trend has been removed
from the Log (FTSE100) data.
It is clear that the residuals of the Log(FTSE100) data are NOT stationary as the sample ACF
values are decaying very slowly.

1.3

Differencing
Differencing may well be beneficial if the sample ACF decreases slowly from a value near 1,
but has useful effects in other instances as well. If, for instance, xt  a  bt  yt , then:

xt  b  yt
so that the differencing has removed the trend in the mean.
Fitting a linear model to the differenced Log(FTSE100) data this time:
leastsquaresmodel <- lm(differenced_data~FTSE100$Time[-1])
Note that the first value on the time axis must be removed so that the number of time values
matches the number of differenced data values.
The coefficients of the linear model are given by:
leastsquaresmodel$coefficients
(Intercept) FTSE100$Time[-1]
2.324505e-03 -1.797969e-05
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To check if the remaining residuals are stationary, we can plot the residuals again:
par(mfrow=c(1,2))
ts.plot(leastsquaresmodel$res, main="Residuals in the
Differenced data", ylab="Residuals")
acf(leastsquaresmodel$res, main="Sample ACF of Residuals",
ylab="Sample ACF")
Note, as in the graphs above, R provides appropriate default axis labels for the x -axes and
so labels do not need to be explicitly set in the R code.
In this case, the residuals of the differenced Log(FTSE100) data look like they might be
stationary.

Figure 14.6: Residuals and Sample ACF of Residuals after Linear Trend has been removed
from the differenced Log (FTSE100) data.

Differencing a series d times will make an I (d ) series stationary. In addition, differencing once
will also remove any linear trend, as above.
On the other hand, we could remove the linear trend by using linear regression, as in Section 1.2.
However, if the series is actually I (1) with a trend, then least squares regression will only remove
the trend. We will still be left with an I (1) process that is non-stationary.
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For example, consider the simple random walk discussed earlier, which has probability 0.6 of
stepping up, and 0.4 of stepping down:
Xn  X n1  Zn

where:
 1
Zn  
 1

0.6
0.4

We have seen that this process has an increasing trend and that E[ Xn ]  0.2n . If we let
Yn  Xn  0.2n , then E[Yn ]  0 . So we have removed the trend. However, since:

Yn  Yn1  Zn  0.2
we are still left with an I(1) process that needs to be differenced in order to be stationary.
We now look at three methods for removing cycles (seasonal variation).

1.4

Seasonal differencing
Where seasonal variation is present in the data, one way of removing it is to take a seasonal
difference.

Example 1
Suppose that the time series x records the monthly average temperature in London. A
model of the form:
xt    t  y t

(14.1)

might be applied, where  is a periodic function with period 12 and y is a stationary





series. The seasonal difference of x is defined as   12 x t  x t  x t 12  1  B12 x t and
we see that:
(12 x )t  xt  xt 12  (   t  y t )  (   t 12  y t 12 )  y t  y t 12

is a stationary process since t  t 12 .

We can then model the seasonal difference of x as a stationary process and reconstruct the
original process x itself afterwards.
We can use R to plot the time series data and to remove seasonal variation.
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Figure 14.7 below is generated from the following lines in R, where functions ts.plot, acf
and pacf are used:
layout(matrix(c(1,1,2,3), 2, 2, byrow = TRUE))
ts.plot(manston$Tmax,ylab="Temperature", main="Max. temperatures
observed at each month (2010-2018), Manston, UK")
points(manston$Tmax,cex=0.4)
acf(manston$Tmax,main="Sample ACF of Manston Max. Temperatures",
ylab="Sample ACF")
pacf(manston$Tmax,main="Sample Partial ACF of Manston Max.
Temperatures", ylab="Sample PACF")
Note, as in the graphs above, R provides appropriate default axis labels for the x -axes and
so labels do not need to be explicitly set in the R code.

This code assumes that there is a list of data stored as ‘manston’.

Figure 14.7: Data plot, sample ACF and PACF of temperature data.
Seasonal differencing  12 seems to have removed the seasonal behaviour of the data. See
Figure 14.8 generated from the following R code:
layout(matrix(c(1,1,2,3), 2, 2, byrow = TRUE))
differenced_12_data <- diff(manston$Tmax, lag=12)
ts.plot(differenced_12_data,ylab="Temperature Differences",
main="Seasonal Differenced Temperature Data")
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points(differenced_12_data,cex=0.4)
acf(differenced_12_data,main="Sample ACF of Seasonal Diff Temp
Data", ylab="Sample ACF")
pacf(differenced_12_data,main="Sample Partial ACF of Seasonal Diff
Temp Data", ylab="Sample PACF")
Note, as in the graphs above, R provides appropriate default axis labels for the x -axes and
so labels do not need to be explicitly set in the R code.

Figure 14.8: Temperature data after appropriate differencing

Example 2
The monthly inflation figures are obtained by seasonal differencing of the Retail Prices
Index. If xt is the value of the RPI in month t , the annual inflation figure reported is:
xt  xt 12
 100%
xt 12
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A distinction can be made between supervised learning that involves the prediction of a
numerical value (such as future lifetime) and prediction of which category a case falls into
(will a person default on a loan – yes or no?). For predicting numerical values, regression
models are the normal approach, whereas predicting which category a case falls into is
essentially a classification problem, and different algorithms, such as decision trees, are
used. However, this distinction between regression and classification is somewhat fuzzy,
as there are regression models, such as logistic regression or probit models, where the
dependent variable is categorical. (These are examples of generalised linear models, which
were covered in Subject CS1.)

Probit models (short for ‘probability unit’) produce outputs that can only take one of two values,
eg Yes / No or 0 / 1.
1
, shown in the graph below.
Logistic regression is based on the logistic function f ( x) 
1  e x
This function converts an input value, which can be anywhere in the entire range   x   , to
an output value on a continuous scale between 0 and 1. If we interpret the output value as a
probability, we can convert it to a categorical output by saying that values exceeding a specified
value p (eg p  0.5 ) correspond to Yes, while smaller values correspond to No.

0.6
0.4
0.0

0.2

y = 1/(1+exp(-x))

0.8

1.0

Logistic function

-4

-2

0

2

4

x

This graph was plotted using the R code:
logistic <- function(x) 1/(1+exp(-x))
plot(logistic, xlim = c(-5,5), main = "Logistic function",
ylab = "y = 1/(1+exp(-x))")

Question
Give another example where classification is achieved by converting a numerical output into a
categorical value.
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Solution
A familiar example is where a student’s numerical score on an exam, eg 65%, is converted into an
exam grade, eg Pass, Fail, etc.
Consider the case where we have a categorical output value y and data (covariates),

x1, x2 , . The aim is to predict into which category of y case i will fall given the values of
the covariates for case i , x1i , x2i , .

This is a classification problem.
For example, we might have a set of historical texts written by different authors ( y ) and we wish
to build an algorithm to predict the author based on the frequency of certain words in the text
( x1 , x2 , ). With a supervised learning approach, we first train an algorithm using a set of texts
for which the author is known. We can then use the algorithm to predict the author of other texts
using their word frequencies.
Within classification algorithms, a distinction can be made between models that generate
classifications and those that discriminate between classes.

The distinction being made by the Core Reading is between two different approaches used to
predict the category, known as generative and discriminative models. Examples of these
approaches are considered below.
One approach is to model the joint probabilities P ( x1, x2 , , y ) . This generates a
classification scheme. It is then possible to evaluate the conditional probability of being in
category y , given x1, x2 , as:
P ( y | x1, x 2 ,...) 

P ( x1, x 2 ,..., y )
P ( x1, x 2 ,...)

This is the generative approach. A generative model first models the joint distribution,
P( x1 , x2 , , y ) , and then uses Bayes’ rule to estimate conditional probabilities, P(y | x1 , x2 ,...) ,
which can then be used to predict the category given the covariates.
One problem with this approach is that the number of separate probabilities P ( x1, x2 , , y )
to be computed increases exponentially with the number of covariates x j .

For example, if we are considering the frequency of ten words in a set of historical texts, which
can each be recorded as frequent (=1) or infrequent (=0), there are 210  1,024 different possible
combinations of the form x1  1, x2  0, , x10  1 . To model the joint probabilities,
P( x1 , x10 , y ) , we then also have to take into account the number of categories. For example, if

there are 5 authors, there are 5  1,024  5,120 total combinations of x1 , , x10 and y . If the
actual frequencies for each word are used as inputs, then there are even more combinations.
This, however, can be overcome by assuming that, given the classes y , the covariates x j

( j  1,, J ) are independent.
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With this assumption, we have:
J

 P(x j | y )

P ( x1, x2 ,..., y )  P (y )

j 1

This is called the naïve Bayes classifier.

So, we now only have to consider the conditional probabilities of the individual covariates given
each category, P(x j |y) , as well as the probabilities of each category, P(y) . In our historical texts
example, there are 20 conditional probabilities of the form P(x j |y) for each author, ie P(x j  1|y)
and P(x j  0| y) for each of the 10 words. However, we only really need to calculate one of these
for each word, as P(x j  1|y)  1  P(x j  0|y) . There are also 5 probabilities for the authors, the
P(y) . This is a total of 105 probabilities compared to 5,120 without the independence
assumption.
In order to calculate the desired conditional probabilities, P(y | x1 , x2 ,...) , we can then use the
formula given previously. Under the naïve Bayes classifier:
J

P(y) P(x j |y)

P(y | x1 , x2 ,...) 

P(x1 , x2 ,..., y)
j 1

P(x1 , x2 ,...)
P(x1 , x2 ,...)

This formula requires the joint distribution of the covariates, P ( x1 , x2 ,...) . We can calculate this
from the probabilities we already have as follows:
J

P(x1 , x2 ,...)   P(x1 , x2 ,..., y)   P(y) P(x j |y)
y

y

j 1

However, it is often not necessary to calculate this directly. Once we have calculated
J

P(y) P(x j |y) for each y , we can scale them up so that they sum to 1. Doing this produces the
j 1

required probabilities, P(y | x1 , x2 ,...) .
An alternative method is to model the conditional probability P ( y | x1, x2 ,...) directly, and to
find, say, a linear combination of the x k that best discriminates between the categories
of y . This is the aim of a method known as discriminant analysis, which is effectively the
same as logistic regression.

This is a discriminative approach. The model builds decision boundaries between classes by
directly modelling the conditional probabilities, P(y | x1 , x2 ,...) , rather than modelling the full joint
distribution, P( x1 , x2 , , y ) .
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Binary logistic regression can be used to predict a binary outcome (eg Yes / No). The output of
the regression are estimates of the conditional probabilities P(Yes| x1 , x2 ,...) and P(No| x1 , x2 ,...) .
The resultant probabilities can then be converted to a categorical output by, for example,
choosing a threshold and predicting ‘Yes’ when P(Yes| x1 , x2 ,...) exceeds the threshold. This was
discussed earlier in this section. This is a discriminative approach, as the model doesn’t consider
the joint probabilities, P( x1 , x2 , ,Yes) and P(x1 , x2 , , No) , but rather models the conditional
probabilities directly.
Multinomial logistic regression is an extension to binary logistic regression for outcomes that can
take more than two values. In our earlier example, we could use multinomial logistic regression
to predict the author based on word frequencies. This model directly estimates P(y | x1 , x2 ,...) ,
the conditional probabilities of each author for a given set of word frequencies.
Other supervised learning techniques described in machine learning textbooks include the
perceptron, neural networks and support vector machines.

Perceptrons and neural networks use interconnected layers of artificial neurons that transmit or
block signals passing from one layer to the next (starting with an input layer and ending with an
output layer) in a way that mimics the behaviour of the neurons in animal brains.
A support vector machine can be used in classification or regression. For a classification problem,
it considers the input data values as a vector defining a point in space and tries to place
hyperplanes in a way that segregates the points into classes.

4.2

Unsupervised learning

Other machine learning techniques operate without a target for the algorithm to aim at. We
might, for example, set the machine the task of identifying clusters within the data.
Examples of unsupervised learning techniques include cluster analysis, and the use of
association rules such as the apriori algorithm.
Given a set of covariates, the idea is that the machine should try to find groups of cases
which are similar to one another but different from cases in other groups. In the language
we used in the exposed to risk chapter, we try to divide the data into homogeneous classes.
However, we may not tell the machine in advance what the characteristics of each of these
classes should be, or even how many such classes there should be. We allow the machine
to determine these given a set of rules which form part of the algorithm. Machine learning
where the output is not specified in advance is called unsupervised learning.

For example, a business may be interested in segmenting its client base into different customer
types based on demographics and past purchasing behaviour. There are no customer types
specified in advance for the algorithm, instead the machine just groups together similar
customers based on the input data. The business then has to interpret the output groups and, for
example, may update its marketing strategy to target the groups more effectively based on their
characteristics.
Apart from their use to divide data into homogeneous classes, unsupervised learning
techniques are commonly used with very large data sets to identify other possible patterns.
Examples are market basket analysis, which uses data generated from retail transactions to
identify items which are commonly purchased together, and text analysis.
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The apriori algorithm is a machine learning technique that identifies combinations of data values
that frequently occur together in a data set, eg where users of a music website will tend to
download items by the same artist or items of the same genre. It can be used by online retailers
as the basis for the ‘Other customers also bought …’ recommendations or for promoting bundles
of items that are frequently bought together.

4.3

Semi-supervised learning

In supervised learning, labelled data are used to build a model. However, labelling the
training data for some real-world applications can be difficult and time consuming. In some
cases, there are implicit costs associated with obtaining these labels from domain experts.
Semi-supervised learning attempts to address this inherent challenge by allowing the model
to integrate part or all of the available unlabelled data in its supervised learning.
For example, let us consider a setting involving a labelled dataset ‘data1’ and an unlabelled
dataset ‘data2’. A semi-supervised learning approach could be carried out as follows:
(i)

Create a first model ‘M1’ using ‘data1’ alone.

(ii)

Predict the target values in ‘data2’ using model ‘M1’.

(iii)

Create an improved model using the observed target values from ‘data1’ and the
predicted target values for ‘data2’ obtained in (ii) as if they were the known target
values for the unlabelled dataset.

The process described by the Core Reading here is an example of pseudo-labelling. There are
many other semi-supervised learning techniques that are not covered in Subject CS2.

4.4

Reinforcement learning

In reinforcement learning (RL), the learner is not given a target output in the same way as
with supervised learning. Instead, the learner learns in an interactive environment by trial
and error using feedback from its own actions and experiences.
In particular, the goal of the learner is to maximise some specified reward function (or
minimise a loss function) by taking a series of actions. Each chosen action has two
outcomes. Firstly, the action changes the state of the world as seen by the learner.
Secondly, the action gives some reward to the learner.
The learner’s aim is to maximise its overall rewards (discounted as appropriate). If the
learner had full information about the model, then it could view this as a maximisation
problem. However, the learner does not have this information. All the learner knows is the
rewards it received for particular actions at specific time points up to the present.
Reinforcement learning is the process by which the learner updates the probabilities of
taking particular actions on the basis of past rewards received. For example, reinforcement
learning can be used to train computers to play games. The learner updates their strategy
(which actions to take given the state of the game) based on past actions and the
associated outcomes.

This process is reminiscent of the idea of the actuarial control cycle where adjustments are made
periodically based on feedback from past experience to ensure that a particular strategy remains
on track. However, with reinforcement learning, it is the machine that updates the strategy based
on feedback, without direct human intervention.
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Question
(i)

Give examples of problems that would come under the headings of classification,
regression and clustering.

(ii)

Give examples of problems that could be solved using semi-supervised and reinforcement
learning.

Solution
(i)

Classification, regression and clustering

An example of a classification problem is a spam filter that classifies emails into the two
categories ‘Safe’ or ‘Suspicious’.
An example of a regression problem is a health awareness app that predicts the user’s life
expectancy.
An example of a clustering problem is a system that groups together postcode areas that tend to
have a similar experience of insurance claims.
(ii)

Semi-supervised and reinforcement learning

An example of a problem that can be solved with semi-supervised learning is identifying people in
photos where there are some photos with the people already tagged by a user and a large
number of untagged photos. A semi-supervised approach uses both the labelled (tagged photos)
and unlabelled (untagged photos) data to try and identify people in the photos.
An example of a problem that can be solved with reinforcement learning is finding strategies for
games. For example, algorithms can use a representation of the current state of the game as a
basis for defining a reward function and look for strategies that improve the chances of winning.
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Stages of analysis in machine learning
In this section we will look at the stages involved in applying machine learning and discuss some
of the issues these raise.
Machine learning tasks can be broken down into a series of steps.

5.1

Collecting data

The data must be assembled in a form suitable for analysis using computers. Several
different tools are useful for achieving this: a spreadsheet may be used, or a database such
as Microsoft Access.
Data may come from a variety of sources, including sample surveys, population censuses,
company administration systems, databases constructed for specific purposes (such as the
Human Mortality Database, www.mortality.org).
During the last 20 to 30 years the size of datasets available for analysis by actuaries and
other researchers has increased enormously. Datasets, such as those on purchasing
behaviour collected by supermarkets, relate to millions of transactions.

5.2

Types of data

There are many different types of data we might need to deal with. The table below illustrates
the ‘traditional’ types of data that have been used by actuaries and statisticians.

DATA TYPES
NUMERICAL

CATEGORICAL

(ie numbers)

(ie not numbers)

DISCRETE

CONTINUOUS

ATTRIBUTE

NOMINAL

ORDINAL

↓

↓

(DICHOTOMOUS)
↓

↓

↓

Age last birthday

Exact age

Alive / Dead

Customer name

Date of birth (DD/MM/YY)

Number of children

Salary

Male / Female

Type of claim

Month (Jan, Feb, Mar, …)

Number of claims

Claim amount

Claim / No claim

Occupation

Exam grade (A, B, C, …)

Pass / Fail

Marital status

Size (S, M, L, XL)

Country

Agree/Don’t
know/Disagree

Colour of car

Attribute (or dichotomous) data refers to variables whose values consist of just two categories.
Ordinal variables take values that can be ordered in a natural way, whereas the values for nominal
variables cannot.
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Greedy splitting
Creating a binary decision tree is a process of dividing up the input space. A ‘greedy’
approach is used to divide the space, called recursive binary splitting.
This is a numerical procedure where all the values are lined up and different split points are
tried and tested using a cost function. The split with the best cost (lowest cost because we
minimize cost) is selected.
All input variables and all possible split points are evaluated and chosen in a greedy
manner (ie the very best split point is chosen each time).

The word ‘greedy’ here means that, at each stage, we just choose the split that appears to be the
most effective at separating the remaining elements, without thinking ahead to the consequences
this might have on the later splits. So we just ‘bite off as much as we can’ at each stage.
With just two variables, it may be possible to visualise the best splits on a 2D graph. However, in
higher dimensions, this is not so easy and we will need to calculate the effectiveness of different
possible splits.
For regression problems, the cost function that is minimized to choose split points is the
sum squared error across all training samples that fall within the rectangle:
N

 (y i  yˆ i )2

i 1

where y i is the output for the training sample and yˆ i is the predicted output for the
rectangle.
For classification, the Gini index function is used, which provides an indication of how
‘pure’ the leaf nodes are (ie how mixed the training data assigned to each node is). For the
i th node, we have:
Gi 

 pk (1  pk )
k

This formula gives the Gini index for one of the child nodes (or resulting rectangles) of a proposed
split point.
Here pk is the proportion of training instances with class k in the rectangle of interest.
A node that has all classes of the same type (perfect class purity) will have Gi  0 , whereas
a node that has a 50-50 split of classes for a binary classification problem (worst purity) will
have Gi  0.5 .

Gi is calculated as the probability that, if two items are selected at random (with replacement),

they will be of different types (ie if the first item is of type k , the second item will not be of
type k ). So, if all the items are of the same type, the probability will be 0, whereas, if they are all
different, it will be close to 1 provided we are sampling from a large population.
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For a classification problem where the data points are divided into m distinct categories, the Gini
1
index must take a value between 0 and 1  . As m , the upper limit of the Gini index tends
m
to 1.
For a binary classification problem, the formula Gi 

 pk (1  pk )

can be re-written as:

k

Gi  2 p1p2
or



Gi  1  p12  p22



This follows since p1  p2  1 , so that (p1  p2 )2  p12  p22  2p1 p2  1 .
Once the Gini index has been calculated for each child node of a proposed split, we can then
calculate the overall Gini score for the proposed split.
The Gini index calculation for each node is weighted by the total number of instances it
contains. The Gini score for a particular split point in a binary classification problem is
therefore calculated as follows:

ng
n
2
2 
2
2
  g2
 g1,2
 1  1  g2,1
 g2,2
G  1  g1,1


 n
 n









This formula gives the Gini index for the split point, ie it is a combined value that covers both of
the nodes that meet at that point.
Here:



g1,1 is the proportion of category (or class) 1 in node 1 (the first child node of the

split), g1,2 for group 1 and class 2



g2,1 is the proportion of category (or class) 1 in node 2 (the second child node of the

split), g 2,2 for group 2 and class 2



ng1 and ng2 are the total number of instances in nodes 1 and 2



n is the total number of instances we are trying to group from the parent node.

So, when constructing a tree in this manner, the Gini score is used at each step to decide
how to divide the data. The score is calculated for the candidate splits and, when using the
greedy approach, the split with the lowest score is chosen. This is the split that, according
to this measure, gives the purest overall child nodes.
This is not guaranteed to construct the ‘best’ overall classification tree as, when taken as a
whole, some other combination of splits may perform better.
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Question
The graph below shows the heights and weights of the 16 sportsmen from before.

(i)

(ii)

Calculate the Gini score for each of the following proposed splits for the first split of a
decision tree for the sportsmen:
(a)

Height > 195cm

(b)

Height < 160cm.

Explain which of the two proposed splits is preferred when using the greedy approach
with the Gini score.

Solution
(i)(a)

Height > 195cm

Let the first child node of the proposed split contain those sportsmen that are taller than 195cm.
This node only contains basketball players (ie it is perfectly pure). The Gini impurity score for this
child node can be calculated as follows:



G1  1  p12B  p12C  p12F  p12J  p12R  p12T



     

2
2
2
2
2
 2
 1   33  03  03  03  03  03 



0
Here, p1B is the proportion of basketball players in the first child node, p1C the proportion of
cyclists etc. As expected, the score for this node is 0, as it only contains one type of athlete.
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The second child node of the proposed split contains all those sportsmen that are shorter than
195cm. The Gini impurity score for this child node is:



G2  1  p22B  p22C  p22F  p22J  p22R  p22T



           

2
2
2
2
2
 0 2
3
3
3 
2
2
 1   13
 13
 13
 13
 13
 13






134
 0.793
169

The overall Gini impurity score for this proposed split is a weighted average of G1 and G2 . The
weights are number of data points in each of the child nodes divided by the number of data
points in the parent node. For the first split of the tree, the parent node is the entire data set so
has 16 data points. Alternatively, this is the total number of data points across the two child
notes, 3  13  16 . So:

G

(i)(a)

3
13
G1  G2
16
16
3
13 134 67
0  

 0.644
16
16 169 104

Height < 160cm

Let the first child node of the proposed split contain those sportsmen that are shorter than
160cm. This node only contains jockeys (ie it is perfectly pure). The Gini impurity score for this
child node can be calculated as follows:



G1  1  p12B  p12C  p12F  p12J  p12R  p12T



            

2
2
2
2
 2
 1   20  20  20  22  20  20


2

0
Here, p1B is the proportion of basketball players in the first child node, p1C the proportion of
cyclists etc. As expected, the score for this node is 0, as it is pure.
The second child node of the proposed split contains all those sportsmen that are taller than
160cm. The Gini impurity score for this child node is:



G2  1  p22B  p22C  p22F  p22J  p22R  p22T



           

2
2
2
2
2
 3 2
3
0
3
3 
2
 1   14
 14
 14
 14
 14
 14






39
 0.796
49
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The overall Gini impurity score for this proposed split is a weighted average of G1 and G2 , where
the weights are based on the number of data points in each of the child nodes:
G

(ii)

2
14
G1  G2
16
16
2
14 39 39
0   
 0.696
16
16 49 56

Preferred split

When using the greedy approach, we want to minimise the Gini impurity score. The first split has
a lower score of 0.644 compared to 0.696 for the second split. So, the first split is preferred.

Stopping criterion
The recursive binary splitting procedure described above needs to know when to stop
splitting as it works its way down the tree with the training data.
The most common stopping procedure is to use a minimum count on the number of training
instances (ie the data items in our sample) assigned to each leaf node. If the count is less
than some minimum, then the split is not accepted and the node is taken as a final leaf
node.

So, for example, we could say that if we try to split a node and it would result in fewer than, say,
5 data items in our sample on one of the new nodes, then we stop and leave the node as it is.
The minimum number we choose here (ie 5) is another example of a hyper-parameter.
The minimum count of training members assigned to each leaf node (ie the minimum number
of data items required in each leaf node) is tuned to the dataset, eg 5 or 10. It defines how
specific to the training data the tree will be. Too specific (eg a count of 1) and the tree will
overfit the training data and likely have poor performance on the test set.

If we keep splitting until there is just one item on each of the final leaves in the tree, we will end
up adding decision tests that are very specific to the particular data in the training set. For
example, if there happened to be a female in the training data whose height was 183cm, we
might include a test ‘Height = 183cm?’ to allocate her correctly. This would give a perfect result
for this particular training set, but would not work for other data sets. So this would be an
example of overfitting.
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Pruning the tree
The stopping criterion is important as it strongly influences the performance of the tree.
After finding the tree that best fits the training data, the tree can be enhanced by removing
its sections that provide very little power to classify instances: this process is known as
pruning.
The complexity of a decision tree is defined as the number of splits in the tree. Simpler
trees are preferred. They are easy to understand (you can print them out and show them to
subject matter experts), and they are less likely to overfit your data.
The fastest and simplest pruning method is to work through each leaf node in the tree and
evaluate the effect of removing it using a test set. Leaf nodes are removed only if it results
in either a drop or negligible increase in the overall classification error on the entire test set.
Removing nodes stops when no further improvements can be made.

The ‘test set’ just refers to another data set that wasn’t used in training the model.
More sophisticated pruning methods can be used such as cost complexity pruning (also
called ‘weakest link pruning’) where a learning parameter (alpha) is used to weigh whether
nodes can be removed based on a combination of:
(i)

the size of the sub-tree pruned; and

(ii)

the classification performance of the resulting reduced tree.
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A doctor is using k -means clustering with k  5 to classify her patients by height and weight.
The raw data shows the patients’ statistics in m and kg, but she has converted the heights to cm.
She used a method based on Euclidean distance, which converged after 3 iterations, giving the
following results:
Group

1

2

3

4

5

Height (cm)

165

160

175

150

185

Weight (kg)

55

65

80

90

100

(i)

Explain what the value of k represents.

(ii)

Explain the reason for the doctor’s choice of units.

(iii)

Explain what convergence means in this context.

(iv)

Three new patients have the following data values:
Mr Blobby:

(1.64m, 91kg)

Miss Twiggy:

(1.87m, 54kg)

Mrs Average:

(1.66m, 64kg)

By using a graph, or otherwise, identify the groups to which these patients should be
allocated based on their heights and weights.
(v)

State whether the results in part (iv) would have differed if the clusters had been
obtained using the absolute distance metric Dabs (x , k ) 
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(a)

(b)

If p1  p2    pm  1 , prove the identity

m

 pk

k 1

m

m

p j  1   pk2 .



j 1, j  k

k 1

Explain how this identity can be used to calculate a measure of the effectiveness
of a proposed split point when constructing decision tree.

A researcher is considering two possible decision trees to classify items of four different types
labelled A, B, C and D. A sample of 15 items classified using each of the trees gave the results
shown below.
TEST 1

YES

AAAB

NO
TEST 2

NO
BBBB

(ii)

YES

BBBBBD

NO
YES

CCC

NO
TEST 3

TEST 4

TEST 5

YES

AAA

NO
YES

DDDD

TEST 6

YES

CC

NO
DDDC

(a)

Calculate the Gini index for the initial split point of each tree.

(b)

Calculate the accuracy of each tree, assuming that the predicted category for each
final leaf node is the type making up the majority in that node.

(c)

Comment on your answers to part (ii)(a) and part (ii)(b).
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An online retailer ran the k -means algorithm with k  5 on its customer base, using the following
variables:


total spend in the last year



number of items purchased in the last year.

The output is shown below:

The centres of each cluster are plotted as the larger hollow shapes.
(i)

Describe the 5 clusters.

The retailer’s current marking strategy is a monthly email to all customers outlining its ‘top picks’
across its entire product range.
(ii)

Suggest how the retailer could market more specifically to customers in Cluster 3.
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The solutions start on the next page so that you can
separate the questions and solutions.
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Absolute distance

The absolute distance measures the distance between points assuming that we can only move
horizontally or vertically.
Here we have two dimensions (the two variables Weight and Height), so J  2 . With this metric
the distance between the two points ( x1 , x2 ) and (k1 , k2 ) is:

x1  k1  x2  k2
With this metric, Mr Blobby’s distance from the centroid for cluster 4 is:
Mr Blobby:

(1.64m, 91kg)

 D4  164  150  91  90  14  1  15

The diagram below shows the distance to each centroid for Mr Blobby.

We can see that using absolute distances would give the same answers as Euclidean distance for
all three of these patients.
21.6

(i)(a)

Prove the identity
m

 pk

k 1

(i)(b)

m



j 1, j  k

m

m

k 1

k 1





m

m

m

k 1

k 1

k 1

p j   pk 1  pk    pk  pk2   pk   pk2  1   pk2

Measuring the effectiveness of a proposed split point

We can measure the effectiveness of a proposed split point by examining the ‘purity’ of the data
in each of the child nodes and then calculating an overall measure of the purity of the split.
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This can be done by multiplying the proportion of items of type k at each child node by the
proportions for each other type j  k and summing. These values are then weighted by the
number of items at that node to calculate an overall measure called the Gini index. Using the
identity above leads to the following formula:
G

n
 node
nodes n

m

2
 1   pk 
 k 1 

where the sum is taken over all the child nodes of the split and nnode is the number of items in
each child node.
(ii)(a)

Calculate the Gini index for the initial split

First tree
In Tree 1, the top final node contains AAAB, ie 3 A’s and 1 B. This is the first child node of the
3
1
initial split. For this child node, the proportions are pA  and pB  . So the Gini index for this
4
4
node is:
2

2

3 1 3
G1  1       
4 4 8
The second child node of the initial split contains all the remaining data points. The proportions
4
3
4
and pD  . So the Gini index for this node is:
are pB  , pC 
11
11
11
2

2

2

80
 4   3   4 
G2  1          
 11   11   11  121

The overall Gini index for the first split is then:

G

4 3 11 80 193
  

 0.585
15 8 15 121 330

Second tree
In Tree 2, the top final node contains BBBBBD, ie 5 B’s and 1 D. This is the first child node of the
5
1
initial split. For this child node, the proportions are pB  and pD  . So the Gini index for this
6
6
node is:
2

2

5
5 1
G1  1       
 6   6  18
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The second child node of the first split contains all the remaining data points. The proportions are
3 1
1
1
pA   , pC  and pD  . So the Gini index for this node is:
9 3
3
3
2

2

2

1 1 1 2
G2  1          
3
3 3 3

The overall Gini index for the initial split is then:

G
(ii)(b)

6 5 9 2 23
   
 0.511
15 18 15 3 45

Calculate the accuracy for each tree

Assuming that the assigned labels for each node are given by the majority type within them, the
predicted values for the first tree, going in order down the tree, are A, C, D and B. There are 14
out of 15 correctly predicted types. So the accuracy is:

14
 0.933
15
The predicted values for the second tree, going in order down the tree, are B, A, C and D. There
are 13 out of 15 correctly predicted types. So the accuracy is:

13
 0.867
15
(ii)(c)

Comment

The Gini index for the initial split is lower for the second tree than it is for the first. This means
that, when taking a greedy approach to tree construction, the initial split from the second tree
would be selected over the initial split from the first tree.
However, the first tree has a higher overall prediction accuracy than the second. So, this tree is
likely to be preferred overall.
This illustrates how the greedy approach doesn’t necessarily produce the best overall tree. Here,
the initial split in the second tree has a lower Gini index for the initial split because it separates
out 5 B’s and 1 D compared to the 3 A’s and 1 B in the first tree. However, after the initial split,
the subsequent subtree of the first tree outperforms that of the second, perfectly classifying the
remaining items.
21.7

(i)

Describing the clusters

Customers in Cluster 1 made more purchases than the average customer, but overall spent less
than average. Assuming the purchases were spread across the year, these customers appear to
be using the online retailer regularly to mainly make small to medium-sized purchases.
Customers in Cluster 2 made lots of purchases and spent a lot of money. They appear to also be
regularly purchasing the cheaper to mid-range items, but more frequently than customers in
Cluster 1.
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Customers in Cluster 3 spent a lot of money on a few items. So, they don’t make purchases often
but when they do, they are buying the very expensive items.
Customers in Cluster 4 appear to have made very few mid-range to expensive purchases. They
may not be regular visitors to the retailer or could be newer customers.
Customers in Cluster 5 spent a similar amount to customers in Cluster 1 but over fewer purchases.
They appear to have made a few more expensive purchases over the year.
(ii)

Marketing to Cluster 3

From part (i), customers in Cluster 3 are those that spend a lot of money on a few purchases,
suggesting that they are more interested in the expensive items. The retailer could email these
customers about their top-end products only, rather than the entire product range.
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End of Part 5
What next?
1.

Briefly review the key areas of Part 5 and/or re-read the summaries at the end of
Chapters 17 to 21.

2.

Ensure you have attempted some of the Practice Questions at the end of each chapter in
Part 5. If you don’t have time to do them all, you could save the remainder for use as part
of your revision.

3.

Attempt Assignment X5.

4.

Read the Chapter 17 to 21 material (copulas, reinsurance, risk models and machine
learning) of the Paper B Online Resources (PBOR).

5.

Attempt Assignment Y2.

Time to consider …
… ‘rehearsal’ products
Mock Exam and marking – You can attempt the Mock Exam and get it marked using Mock
Exam Marking or more flexible Marking Vouchers.
Additional Mock Pack (AMP) and Marking Vouchers – The AMP includes two additional
mock exam papers that you can attempt and get marked using Marking Vouchers.
Results of surveys suggest that attempting the mock exams and having them marked
improves your chances of passing the exam. Students have said:
‘I find the mock a useful tool in completing my pre-exam study. It
helps me realise the areas I am weaker in and where I need to focus my
study.’
‘Overall the marking was extremely useful and gave detailed comments
on where I was losing marks and how to improve on my answers and
exam technique. This is exactly what I was looking for – thank you!’

You can find lots more information on our website at www.ActEd.co.uk.
Buy online at www.ActEd.co.uk/estore

And finally ...
Good luck!
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